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Abstract

Linkage errors in probabilistically matched data sets can cause biases in the estimation of re-

gression coefficients. This paper proposes an approach to obtain consistent estimates and valid

inference that relies on instrumental variables. The novelty of the method is to show that

instrumental variables arise naturally in the course of probabilistic record linkage thereby allow-

ing for off-the-shelf implementation. Relative to existing approaches, the instrumental variable

approach does not require integration of the record linkage and regression analysis steps, the es-

timation of complex models of linkage error, or computationally expensive methods to estimate

standard errors. The instrumental variables approach performs well in Monte Carlo simulations

of an environment highlighting a many-to-one linkage problem.
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1 Introduction

Record linkage is an increasingly important data processing method for measurement and analysis.
For example, statistical agencies that produce survey data can reduce respondent burden and lower
costs by using pre-existing information on survey respondents that is held within administrative
registers (see, e.g., National Academies of Sciences Engineering and Medicine (2017)). Record
linkage can also broaden the analytic scope of survey or administrative data sets by adding variables
that are not otherwise contained within a given data set (see, e.g., Warren et al. (2002) and Abowd
et al. (2021)). Probabilistic record linkage arises in a setting where there are no unique identifiers to
facilitate unambiguous matching of record pairs. In this context, linkage errors occur when a record
in a given file is incorrectly paired to a candidate match in another file. If the linkage errors are
random, estimating parameters of the joint relationship between variables, such as linear regression
coefficients, can suffer from attenuation bias. Neter et al. (1965) provides an early overview of this
concern.

There are two well-developed solutions that allow researchers to correct for linkage-error induced
biases. The first approach exploits information from the linkage step to undo biases that arise in the
regression analysis step. Examples of this approach include Scheuren and Winkler (1993) and Lahiri
and Larsen (2005), who use match probabilities as weights to reduce or entirely eliminate biases
in regression coefficients obtained using probabilistically matched data. The second approach does
not require the linkage and the analysis steps to be integrated. Examples of this approach include
Slawski and Ben-David (2019) and Slawski et al. (2021) who rely on sufficiently well matched data
to model the unobserved permutations that give rise to linkage errors. Chambers and da Silva
(2020) use information about linkage accuracy rates to correct for attenuation bias in regression
coefficients.

In this paper we propose a new solution to obtain consistent estimates and valid inference for
regression coefficients when analyzing data subject to linkage errors. Our approach builds on the
well-known instrumental variables (IV) estimator that corrects for bias arising from measurement
error in regressors (see, e.g., Bound et al. (2001)). The idea behind the IV approach is to first find
a variable that has two features: it is uncorrelated with the measurement error, but is correlated
with the mismeasured variable. Variables that meet these two criteria allow analysts to purge
measurement error from the mismeasured variable and isolate variation arising from the unobserved
true variable, thereby yielding consistent estimates of the regression coefficient of interest. Despite
their theoretical appeal, instrumental variables are difficult to find in practice. The core contribution
of our paper is to show that valid instruments arise naturally in the course of record linkage,
which allows for off-the-shelf application of the IV approach. Relative to existing approaches, the
IV approach is straightforward in that it does not require integration of the linkage and analysis
steps or the estimation of complex models of linkage error. Furthermore, while the estimation of
standard errors of regression coefficients with existing approaches is computationally expensive, the
IV estimator obeys asymptotic normality thereby facilitating simple computation of standard errors
and confidence intervals.
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To see how instrumental variables arise in probabilistic record linkage, consider a generic example
where researchers are interested in linking records in file A to records in file B. In the absence of
unique identifiers, researchers estimate the likelihood that each candidate from file B is the right
match for a record in file A, conditional on a set of available variables. It is common, in this type
of setting, to enforce one-to-one linkage by selecting the most likely match. The key insight of our
approach is to recognize that candidates eliminated when enforcing one-to-one matching share many
characteristics in common with the unobserved true record. Each of these candidate matches can
be thought of as providing an error-ridden estimate of the true variable of interest. The candidate-
specific measures constitute valid instruments under the assumption that the linkage error for a
given candidate is independent of the other candidates’ error-ridden estimates of the true variable.

Applications that address record linkage as a missing data problem, such as Gutman et al. (2013)
and Abowd et al. (2021), sample multiple match candidates from file B for each record in file A as
implicates under a model that posits ignorability of linkage errors. We show that implicates can be
used as valid instruments when the assumption of ignorability fails. That is, when the linkage error
is correlated with the imputed variable. We illustrate the performance of our approach through
Monte Carlo simulations in a variety of linkage-error environments and find that the performance
of the two-stage least squares (TSLS) estimator, which exploits multiple implicates as instruments,
is comparable to the benchmark unbiased estimator proposed by Lahiri and Larsen (2005).

In our simulations, we probabilistically link workers to employers and estimate a regression
model on the matched data. There are several real-world examples of this class of applications.
For instance, Jäckle et al. (2004) match European Community Household Panel (ECHP) Survey
respondents in the UK to their employers, the US Census Bureau’s Longitudinal Employer House-
hold Dynamics (LEHD) data set matches workers to workplaces (see Abowd et al. (2009)), Abowd
and Stinson (2013) match survey respondents in the Survey of Income and Program Participation
(SIPP) to employers in the Census Business Register (BR), and Abowd et al. (2021) match survey
respondents in the Health and Retirement Study (HRS) to employers in the BR. A distinct feature
of worker-firm record linkage is that it can generate non-classical measurement error in employer
size. We find that the IV approach performs well even in this context.

The rest of this paper is organized as follows. Section 2 provides an overview of probabilistic
record linkage. Section 3 describes bias that can arise from imperfectly matched data. Section 4 ex-
plains the instrumental variables approach and describes the implementation of the TSLS estimator
using multiple implicates. Section 5 provides an overview of the weighting-based estimator proposed
by Lahiri and Larsen (2005). Section 6 describes how we structure our simulated linkage environ-
ment and compares the performance of a variety of estimators to recover regression coefficients.
Section 7 concludes.
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2 Record Linkage

Consider a case where two files containing overlapping sub-populations need to be linked. The
records in file A are indexed by i = 1, . . . , NA and the records in file B are indexed by j =

1, . . . , NB. Consequently, there are NA × NB record pairs to consider, which is potentially a very
large number. To reduce the set of comparisons, researchers typically undertake an exercise known
as “blocking,” which groups record pairs that share certain characteristics. Pairs that share at least
one characteristic are regarded as being potential matches whereas pairs that do not share any
characteristics are considered non-matches. For example, in a setting where address information
is available in both files, records that share Zip Codes can be regarded as potential matches while
those that fail to share Zip Codes can be considered non-matches.

Once blocking is complete, researchers estimate a model that predicts whether a given pair of
records constitutes a match. Define match status, sij , as equal to 1 if a given pair of records is a
match and 0 otherwise. Either by using data where sij is known or by applying other statistical
techniques, researchers estimate

p(rij ;θ) = P (sij = 1 | rij), (1)

where rij represents a vector of variables used to predict match status. For example, researchers
may rely on comparison vectors that represent agreement status between variables in the two files,
Jaro-Winkler scores that capture name or address similarity, or any other relevant variables. In
practice, there are several approaches to estimating models that predict match status. These include
the classic Fellegi and Sunter (1969) (FS) approach, Bayesian methods that incorporate parameter
uncertainty (see, e.g., Tancredi and Liseo (2011), Gutman et al. (2013), and Steorts et al. (2016)),
or machine learning (ML) methods that rely on classification algorithms (see, e.g., Christen (2008a)
and Christen (2008b)).

Finally, researchers use the estimated model to assign matches. There are two distinct ap-
proaches to match assignment. The first is to enforce one-to-one matching and the second is to
retain the uncertainty inherent in probabilistic record linkage by allowing one-to-many matches. For
instance, FS enforces one-to-one matching by selecting the candidate associated with the highest
estimated match probability, certain Bayesian applications use the posterior mode of the parameter
vector θ or minimize a loss function to enforce one-to-one matching, and most ML applications
rely on classification algorithms that select the best match. In contrast, record linkage applications
such as Gutman et al. (2013) and Abowd et al. (2021) propagate uncertainty in the linkage by
multiply imputing matches. These multiple imputation (MI) approaches repeatedly sample from
the set of potential matches to generate several distinct copies of the matched records between files
A and B. Each copy is then treated as a completed data set. Inference about parameters of interest
derived from the completed data sets are based on the combining formulas in Rubin (1987). A key
assumption that underpins the MI approach is that unobserved determinants of match status are
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ignorable conditional on the predictors. That is

P (sij = 1 | rij) = P (sij = 1 | rij , tij), (2)

where tij represents all unobserved determinants of match status.
Although MI is traditionally used to impute variables, an important distinction in the context of

record linkage is that MI is used to impute matches. All the variables associated with the matched
record, as well as the underlying covariance structure of those variables, is therefore inherited
through the record linkage.

3 Estimation of Regression Coefficients with Linked Data

Consider the following statistical model

yi = α+ x∗iβ + εi, (3)

where εi is an i.i.d. error term and E(εi | x∗i ) = 0. Suppose that yi is observed only in file A, while
x∗i is observed only in file B.

Analysts are interested in estimating β, which is contingent on record linkage between file A and
file B. Because of linkage errors, analysts do not observe the true record pairs (yi, x

∗
i ), but instead

observe the probabilistically matched record pairs (yi, xij) where xij represents the variable from
record j from file B that is linked to record i of file A. The linkage error can be written as

uij = xij − x∗i . (4)

Assume throughout that Cov(uij , εij) = 0. Denote the parameter vector (α, β)′ = γ. The ordinary
least squares (OLS) estimator of γ is

γ̂OLS = (X ′X)−1X ′y, (5)

where X is an N × 2 matrix whose ij-th row is (1, xij) and y is an N × 1 vector whose i-th element
is yi. The sample variance estimator of γ̂OLS is given by N−1σ̂2

OLSÊ(X ′X)−1, where:

σ̂2
OLS = (N − 2)−1(y −Xγ̂OLS)

′(y −Xγ̂OLS) (6)

Ê(X ′X)−1 = N−1(X ′X)−1 (7)

The OLS estimate of the parameter of interest, β̂OLS, can be written as,

β̂OLS =
Cov(xij , yi)

V (xij)
+ op(1)

= β

(
V (xij)− Cov(xij , uij)

V (xij)

)
+ op(1). (8)
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The extent to which the OLS estimator is biased depends on the sign of Cov(xij , uij). Conceptually,
there are two distinct distinct ways in which linkage errors can generate bias in the estimation of
β. We describe each of these frameworks and their implications next.

3.1 Classical Measurement Error Framework

Under the classical measurement error model, linkage errors reflect noise that is uncorrelated with
the true variable. Thus, Cov(x∗i , uij) = 0 and consequently Cov(xij , uij) > 0. In this framework,
OLS estimation of β suffers from attenuation bias. The magnitude of the bias is, of course, dependent
on the quality of the record linkage. In situations where the majority of records are accurately
matched, measurement error is trivial and the bias could be small. In cases where a large share of
records are imperfectly matched, attenuation bias may severely limit inferences that can be drawn
from the matched data set.

While it is common to posit classical measurement error and subsequent attenuation bias of
regression coefficients in record linkage settings, this model of linkage errors is a special case that is
not guaranteed to occur in practice. For instance, non-classical measurement error arises naturally
in the many-to-one worker-to-employer linkage problem that that we simulate in Section 6. This
is because, consistent with real-world data, the distribution of employer size is highly skewed. In
particular, most firms are very small but a small number of large firms employs a disproportionately
large share of the workforce. A consequence of the empirical distribution of firm size is that workers
employed at the right tail of the firm size distribution are more likely to be matched with smaller
firms and vice versa. This induces a negative correlation between the linkage error and the true size
of the employer.

3.2 Non-Classical Measurement Error in the Imputation Error Framework

An alternative framework is one where the record linkage step is viewed as method of imputing
missing data. In this case, xij is the imputed value of x∗i . If the imputation errors are ignorable,
then Cov(xij , uij) = 0 and the estimation of β by OLS will be consistent. If on the other hand, the
errors are non-ignorable, then Cov(xij , uij) ̸= 0 and OLS estimation can suffer either attenuation
or amplification bias. The unrestricted case of arbitrary correlation between xij and uij arises in
the simulated linkage and analysis that we conduct in Section 6.

4 Instrumental Variables Correct for Linkage Error-Induced Biases

IVs have long been understood as a method that can correct measurement-error induced biases in
regression coefficients (see, e.g., Bound et al. (2001)). While the IV estimator provides a useful
way of addressing biases, it is difficult in practice for researchers to find valid instruments. In one
prominent example, Ashenfelter and Krueger (1994) address measurement error-induced attenuation
bias in estimates of the economic return to education by collecting data on a special sample of twins
and instrumenting for self-reported years of education with twin reported years of education. This
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creative example of “second measurements” illustrates the high burden of finding valid instruments
to correct for measurement-error induced biases.

In this section, we explain how an off-the-shelf set of valid instruments arises automatically
in the course of probabilistic record linkage. In particular, when the record linkage is multiply
imputed, each implicate provides information about the underlying variable of interest. We show
that the two-stage least squares (TSLS) estimator, which uses implicates as instrumental variables
corrects for linkage error induced biases. The value of our approach is threefold. First, because the
implicates are part of the matched data, researchers can rely on an off-the-shelf set of instruments
to address linkage error-induced biases instead of needing to look for valid instruments elsewhere.
Second, unlike existing weighting-based approaches to regression estimation with linked data, the
TSLS estimator is easy to implement because it allows researchers to obtain consistent estimates of
regression coefficients without requiring access to the data used in the linkage step or the need to
obtain or estimate match probabilities or other paradata from the linkage process. Finally, unlike
weighting-based approaches where standard errors are computationally expensive to compute, the
TSLS estimator obeys asymptotic normality and its variance is easily computed with standard
software.

Consider a setting where researchers multiply impute missing variables for each record in file A
using plausible candidates from file B. Let the implicates be indexed by m = 1, . . . ,M . Extending
Equation (4) to apply across all M implicates

u
(m)
ij = x

(m)
ij − x∗i . (9)

Suppose that ignorability does not hold. I.e., suppose that Cov(x
(m)
ij , u

(m)
ij ) ̸= 0. Assume instead

that the variable associated with implicate m is uncorrelated with the imputation error for any
other implicate m′. That is,

Cov(x
(m)
ij , u

(m′)
ij ) = 0 ∀m ̸= m′. (10)

The extent to which this condition holds is closely related to the properties of the probabilistic
record linkage. In particular, Equation (10) is likely to hold in two cases:

1. The first case is where match probabilities are accurately concentrated such that repeated
sampling of a match candidate as an implicate only occurs when the candidate is in fact the
true match. In all instances where this happens, the linkage error will be zero.

2. The second case is where match probabilities are sufficiently diffuse such that false matches
are never repeatedly sampled as implicates.

Related to the second case, note that Equation (10) does not hold when the match probabilities are
concentrated in a biased way such that a false match is repeatedly sampled as an implicate. When
this happens, the linkage errors for implicates m and m′ will be identical and non-zero. In this case,
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Equation (10) turns into the non-ignorable error condition:

Cov(x
(m)
ij , u

(m′)
ij ) = Cov(x

(m)
ij , u

(m)
ij ) ̸= 0. (11)

A key point of the Monte Carlo exercise in Section 6 is to evaluate the success of the IV strategy,
which relies on validity of Equation (10).

Without loss of generality, we choose the first implicate as the mismeasured variable and the
remaining implicates as instruments. Define the N ×M matrix of instruments Z whose ij-th row
is zij = (1, x

(2)
ij , . . . , x

(M)
ij ). Define the N × 2 matrix X(1) whose ij-th element is (1, x

(1)
ij ). Write

the linear projection of X(1) onto Z as

X̂ = Z(Z ′Z)−1Z ′X(1). (12)

Note here that while x
(1)
ij is modeled as a scalar to facilitate exposition, it can also be a vector. The

procedure generalizes straightforwardly to the case where there are multiple regressors. Since each
implicate provides a complete record of variables, for each value that needs to be imputed there is
an associated value in the other implicates that provides an additional instrumental variable.

Denote the ij-th row of X̂ by (1, x̂ij). Under the assumption implied by Equation (10), x̂ij

isolates variation in x
(1)
ij that is uncorrelated with uij . Thus, Cov(x̂ij , u

(1)
ij ) = 0. The TSLS estimator

of γ is then written as

γ̂TSLS = (X̂
′
X̂)−1X̂

′
y. (13)

Consistency of the parameter of interest, β̂TSLS, follows because:

β̂TSLS =

(
Cov(x̂ij , yi)

V (x̂ij)

)
+ op(1)

= β

(
Cov(x̂ij , (x

(1)
ij − u

(1)
ij ))

V (x̂ij)

)
+ op(1)

= β + op(1). (14)

Consistency of the TSLS estimator implies that
√
N(γ̂TSLS − γ) is asymptotically normally dis-

tributed with mean zero and variance

σ2(E(X(1)′Z)E(Z
′
Z)−1E(Z

′
X(1)))−1, (15)

where σ2 is the residual variance. The asymptotic variance is estimated by plugging in sample
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analogs of the terms in Equation (15) as follows:

σ̂2
TSLS = (N − 2)−1(y −X(1)γ̂TSLS)

′(y −X(1)γ̂TSLS) (16)

Ê(X(1)′Z) = N−1(X(1)′Z) (17)

Ê(Z ′Z) = N−1(Z ′Z) (18)

Ê(Z ′X(1)) = N−1(Z ′X(1)). (19)

So the sample variance estimator of γ̂TSLS is

N−1σ̂2
TSLS(Ê(X(1)′Z)Ê(Z ′Z)−1Ê(Z ′X(1)))−1. (20)

Note that the estimation of σ̂2
TSLS in Equation (16) relies on X(1) not X̂. Hausman (1983) provides

additional details on the specification, estimation, and properties of the TSLS estimator. TSLS is
the generalization of the IV estimator when, as is the case with our application, there are more
instrumental variables than parameters.

5 Weighting-Based Approach

Lahiri and Larsen (2005) (LL) provide a weighting-based estimator that corrects for bias arising
from linkage-induced errors. We briefly describe the implementation of the LL estimator in this
section because it is well known and therefore provides a useful benchmark relative to which we can
evaluate the performance of the TSLS approach.

The LL estimator exploits the fact that

P (sij = 1 | rij) = P (x∗i = xij | rij). (21)

Define S(i) as the set of match candidates from file B that can be paired to unit i in file A
and let k = 1, . . . , NS(i) index those candidates. Note that Equation (21) requires that the true
match is included in the set of potential candidates; i.e., that there are no false negative errors
in blocking. Using Equation (21), the conditional expectation of the i-th unobserved true value,
E(x∗i | xi1 . . . , xiNS(i)

, ri1, . . . , riNS(i)
), can be written as

x̃i =
∑

k∈S(i)

p(rk; θ̂)× xk, (22)

where p(rk; θ̂) is an estimate of the candidate-specific match probability conditional on a set of
predictors, rk. The LL estimator is given by

γ̂LL = (X̃
′
X̃)X̃

′
y, (23)

where X̃ is an N ×2 matrix whose i-th row is (1, x̃i). Consistency of the parameter of interest, β̂LL,
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follows because:

β̂LL =
Cov(x̃i, yi)

V (x̃i)
+ op(1)

= β

(
Cov(x̃i, x

∗
i )

V (x̃i)

)
+ op(1)

= β + op(1). (24)

The variance of γ̂LL is a function of the uncertainty in θ̂ due to Equation (22). To account for
the explicit two-step nature of the estimation, LL approximate the second-step estimation variance
with the bootstrap as

VBOOT(γ̂LL) = E∗(V (γ̂LL)) + V∗(γ̂LL), (25)

where E∗ and V∗ represent expectation and variance over the bootstrap distribution. Within each
bootstrap repetition, V (γ̂LL) in the first term of Equation (25) is estimated as N−1σ̂2

LLÊ(X̃
′
X̃)−1,

where:

σ̂2
LL = (N − 2)−1(y − X̃γ̂LL)

′(y − X̃γ̂LL) (26)

Ê(X̃
′
X̃) = N−1(X̃

′
X̃). (27)

Denoting bootstrap repetitions by b = 1, . . . , B, the first term of Equation (25) is approximated as

E∗(V (γ̂LL)) ≈ B−1
B∑
b=1

V (γ̂LL(θ̂
(b)
)), (28)

and the second term is approximated as

V∗(γ̂LL) ≈ B−1
B∑
b=1

(
γ̂LL(θ̂

(b)
)− γ̂LL(θ̂)

)(
γ̂LL(θ̂

(b)
)− γ̂LL(θ̂)

)′
, (29)

where θ̂
(b)

and γ̂LL(θ̂
(b)
) are estimates from the b-th bootstrap repetition.

6 Monte Carlo Simulation

In this section we simulate data sets that are constructed by probabilistically matching workers to
employers. After constructing the matched data sets, we estimate the relationship between a worker-
level outcome and an employer-level characteristic using a variety of regression-based estimators. A
real-world example of such a relationship is the observed positive association between the logarithm
of worker-level hourly wages and the logarithm of employer size (i.e., the number of employees),
which reflects, among other factors, the transmission of employer-level productivity into workplace
size and worker-level compensation (see, e.g., Brown and Medoff (1989) and Bloom et al. (2018)).
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To facilitate exposition, we use variables from this example to name our simulated variables.

6.1 Setup

In each Monte Carlo simulation we create a register of j = 1, . . . , 500 firms whose size is distributed
LN (3, 1). To assure that we have a discrete number of workers per firm, we round the simulated
firm size. This parameterization allows us to create an environment where each of the firms employs
many workers and a small number of firms are very large. We record information on the population
of workers employed at each firm, which represents the universe of true worker-firm links. The
location of each employer is given by l∗j ∼ U(0, 2π). We simulate the logarithm of hourly wage for
each worker i as

log(wagei) = α+ log(size∗i )β + εi, (30)

where size∗i refers to the size of the firm that employs worker i and εi ∼ N (0, 1) is an i.i.d. distur-
bance term. From these data, we draw a random sample of 1, 000 workers. Note that we sample
1, 000 workers from the population of worker-firm links, which is much larger than the population
of firms because each firm employs many workers. Each of the sampled workers provides a noisy
report of their employer’s location, which is given by

li = l∗i + ei, (31)

where ei ∼ U(−e, e). We simulate record linkage under two different reporting error environments:
e = π

600 in the low-error environment and e = π
100 in the high-error environment. Table 1 provides

details on all of the parameters used in the simulations.
Define file A as the random sample of workers containing two variables: (wagei, li). Define file

B as the register of all employers also containing two variables: (size∗j , l∗j ). Record linkage in this
setting seeks to match workers in file A to their employers in file B. We do this in three distinct
steps.

Step 1: Blocking

Let k = 1, . . . , NA ×NB index observations formed by pairing records from file A to records in file
B. Retain pairs where l∗k ∈ [lk − 2e, lk + 2e]. This blocking screen treats candidate employers that
are within the margin of location-specific reporting error for each worker as potential matches and
considers all other pairs as non-matches. Denote the set of blocked pairs for worker i by S(i).

Step 2: Model Estimation

Create a training data set by drawing a sample of 100 workers from the population of workers.
Applying the blocking screen defined above, let t = 1, . . . , NT index worker-employer pairs associated
with 100 sampled workers. Reveal the true match status for each pair, st. Estimate the probability
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that a given pair is a match conditional on a set of predictors rt using logistic regression:

P (st = 1 | rt) =
exp(rtθ)

1 + exp(rtθ)
. (32)

Note that the training data set is a standalone sample of workers rather than a sub-sample of file A.
Consequently, predictions about match status obtained by fitting Equation (32) using the training
data are out-of-sample relative to file A.

Define the absolute distance between worker-reported location and the true location of the
candidate employer as

dt = |lt − l∗t |. (33)

Further define the within-block share of employment accounted for by a candidate employer as

bt =
sizet∑

t∈S(i) sizet
. (34)

We estimate match probabilities using two different groups of predictors, which we refer to as Model
1 and Model 2 respectively. Model 1 reflects an environment where record linkage is based only on
variables that contain pair-level identifying information. It also reflects an environment where other
relevant predictors of match status may not available. The set of predictors in Model 1 is

rt = (1, dt, d
2
t , d

3
t ).

While dt reflects physical distance in the simulation exercise, this variable is a stand in for measures
of proximity observed in practice such as the Jaro-Winkler metric of record-pair similarity between
name or address strings.

In Model 2, we enrich the set of predictors to include variables that appear in subsequent analysis
steps such as log(wage) and log(size) along with higher order terms in these variables. The inclusion
of variables are relevant for predicting match status makes the ignorability assumption of Equation
(2) more tenable, thereby facilitating MI inference. The full set of predictors in Model 2 is

rt = (1, dt, d
2
t , d

3
t , log(waget), log(waget)

2, log(waget)
3, log(sizet), log(sizet)2, log(sizet)3, bt, b2t , b

3
t ).

To multiply impute the record linkage, we re-sample with replacement from the training data set
m = 1, . . . , 10 times and estimate θ̂

(m)
separately for each repetition.

Step 3: Assignment of Matches

For each candidate pair formed by blocking records in file A with those in file B, we obtain p(rk; θ̂
(m)

)

using the m-th estimate of θ. We then normalize the p(rk; θ̂
(m)

) to sum to one across the different
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candidate employers for each worker, i. Denote the normalized match probability by

p̌(rk; θ̂
(m)

) =
p(rk; θ̂

(m)
)∑

k∈S(i) p(rk; θ̂
(m)

)
. (35)

For each of the m = 1, . . . , 10 estimates of θ, we sample one candidate employer with probability
proportional to the normalized match probability. This step yields 10 multiply imputed employer
matches from file B for each worker in file A.

6.2 Estimators Used in Regression Analysis

Once the record linkage is complete, we estimate the regression in Equation (30) using a variety of
estimators.

1. Oracle estimator: This infeasible estimator uses the true value of log employer size as the
explanatory variable. The oracle estimator provides a benchmark for conducting inference in
an error-free setting.

2. TSLS estimator: This estimator uses implicates 2-10 as instruments for implicate 1 as
described in Section 4.

3. IV estimator: This estimator is a special case of the TSLS estimator that relies on implicate
2 as an instrument for implicate 1; i.e, zij = (1, x

(2)
ij ).

4. Lahiri-Larsen (LL) estimator: We implement the LL estimator by first computing the
expected value of true employer size for each worker i using normalized match probabilities
as weights

s̃izei =
∑

k∈S(i)

p̌(rk; θ̂)× sizek. (36)

Note that S(i) represents the set of all employer candidate matches that survive the blocking
threshold. In Equation (36), θ̂ represents the parameter estimate for the first implicate; i.e.,
m = 1. We then use log(s̃izei) as the explanatory variable in Equation (30) to estimate γ̂LL.
The variance of the LL estimator is computed using 500 bootstrap repetitions. Within each
bootstrap repetition, we repeat Step 2 by re-sampling with replacement from the training data
set and estimate θ̂

(b)
for each repetition. We then re-construct the record linkage (Step 3)

and estimate γ̂LL(θ̂
(b)
) for each repetition. With these estimates in hand, we apply Equation

(25) to obtain the bootstrapped variance of the LL estimator. Note that we replace γ̂LL(θ̂) in
Equation (29) by the average across bootstrap repetitions, B−1

∑B
b=1 γ̂LL(θ̂

(b)
).

5. OLS-MI estimator: This estimator uses OLS to estimate γ with 10 multiply imputed data
sets. We obtain point and variance estimates using the combining formulas in Rubin (1987)
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as follows

γ̂OLS-MI = 10−1
10∑

m=1

γ̂(m), (37)

where γ̂(m) is the OLS estimate of γ using the m-th completed data set. The within-implicate
variance is

VW (γ̂OLS-MI) = 10−1
10∑

m=1

V (γ̂(m)). (38)

The between-implicate variance is

VB(γ̂OLS-MI) = (10− 1)−1
10∑

m=1

(
γ̂(m) − γ̂OLS-MI

)(
γ̂(m) − γ̂OLS-MI

)′
. (39)

The total variance associated with γ̂OLS-MI is

V (γ̂OLS-MI) = VW (γ̂OLS-MI) + (1 + 10−1)VB(γ̂OLS-MI). (40)

Under the assumption of ignorable linkage errors, this procedure propagates uncertainty in θ̂

as well as uncertainty in latent match status.

6. OLS-Best estimator: This estimator enforces one-to-one linkage as is common in many
record linkage applications. We implement this estimator by assigning each worker in file A
the candidate employer with the highest normalized match probability in file B. Since this
estimator relies on a single match per record, we use θ̂ constructed from the first implicate,
m = 1, when computing the normalized match probability estimates. Note that, unlike the
other estimators, the OLS-Best estimator does not capture uncertainty in θ̂ or uncertainty
regarding latent match status.

6.3 Comparative Performance of Estimators

We simulate 500 low- and high-error environments and conduct record linkage using Model 1 and
Model 2 in each error environment. For each simulation, this produces four conditions under which
we can estimate the parameter of interest, β. The panels of Figure 1 show an example of a single
simulation of the respective error environments and record linkage models. Log true employer
size is on the horizontal axis whereas log matched employer size associated with implicate 1 is on
the vertical axis. Concentration along the 45-degree axis is indicative of linkage accuracy whereas
dispersion away from the 45-degree axis is indicative of linkage error. The top left panel highlights
the atypical nature of measurement error in the context of the worker-firm record linkage problem.
At the left tail of true employer size, workers tend to be matched with larger firms while the
opposite is true at the right tail. This happens because most employers are small but most workers
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are employed at large firms. Bunching along a given value of the horizontal axis happens when
multiple workers employed at the same firm are incorrectly matched. In the top left panel, for
example, workers employed at the largest firm in this particular simulation (log(size) ≈ 6) are
incorrectly matched with smaller firms. As the figure makes clear, each error environment and
modeling specification generates substantial variation in linkage error.

Table 2 shows sample characteristics of the matched files in different record linkage environments.
Columns (1) and (2) show estimates under the high-error environment, while columns (3) and (4)
show estimates under the low-error environment. All statistics represent averages over the 500
simulations. The first row shows the linkage precision rate (i.e., the proportion of workers in file A
that are correctly matched to employers in file B), which characterizes the overall degree of linkage
error. Within the high-error environment, moving from the simpler specification implied by Model
1 to the more complex specification implied by Model 2 increases linkage precision from about 20
percent to 32 percent. In the low-error environment, the precision rates for the two models rise to
66 percent and 75 percent respectively. The second row shows the average block size (i.e., number
of candidate matches from file B for each record in file A), which is between 10-11 in the high-error
environment and about 2.5 in the low-error environment. Record linkage computation time, which is
inversely proportional to block size but proportional to the complexity of the linkage model is shown
in the following row. The next set of rows show correlations between linkage error and different
measures of log size. Without loss of generality, we use the linkage error associated with implicate
1 (i.e., u

(1)
ij ) in each correlation. The correlation between log true employer size and the linkage

error is negative across all the columns, which rules out classical measurement error. This negative
association is a by-product of the skewness of the firm size distribution: workers employed at the
largest firms are more likely to be mis-matched with smaller firms and vice versa. Similarly, the
correlation between log matched employer size associated with implicate 1 and the linkage error for
implicate 1 is non-zero across all the columns, which rules out ignorablility. The final row shows the
correlation between the instrument constructed using Equation (12) and the linkage error. Validity
of the IV strategy requires zero correlation between these variables, which is approximately true in
all four columns.

Table 3 presents point and variance estimates for β̂ constructed from 500 Monte Carlo simula-
tions. Panel A shows estimates in the high-error environment while Panel B shows estimates in the
low-error environment. For each estimator, we show the Monte Carlo mean of the point estimates
(EMC(β̂)), the Monte Carlo mean of the variance estimates (EMC(V (β̂))), the Monte Carlo variance
of the point estimates VMC(β̂), and the average time required to compute the point and variance
estimates in each simulation. The first row shows the infeasible oracle estimator, which represents
a situation where linkage is completely error free. The second and third rows show the TSLS and
IV estimators, which both use implicates as instruments to correct for linkage-error induced bias.
As one would expect, TSLS outperforms the IV estimator in terms of efficiency as it exploits infor-
mation from 9 variables rather than just 1. While the estimated variance for the TSLS estimator is
about a quarter as large as the IV estimator in the high-error environment, this advantage dimin-
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ishes substantially in the low-error environment. The fourth row shows the LL estimator, which
performs well in all linkage environments.

While the TSLS estimator does exhibit a small but non-trivial bias under Model 1, it is sub-
stantially easier to implement than the LL estimator because variance estimation does not rely
on the bootstrap. This advantage is reflected in the substantial difference in computation times
between the TSLS and LL estimators. Comparing variances, one sees that the TSLS estimator
is less efficient than the LL estimator in the high-error environment but comparably efficient in
the low-error environment. Contrasting the Monte Carlo means of the variance estimates to the
Monte Carlo variances reveals that the IV variance estimator provides a reasonable approximation
to the variance under all configurations, except for Model 2 in the low-error environment. The
TSLS variance estimator is nearly unbiased under Model 1. For Model 2, the TSLS variance esti-
mator under-estimates the variance. We find that the LL variance estimator performs better in the
low-error environment than it does in the high-error environment.

The last two rows of of the table show the performance of the two alternative estimators. OLS-
MI depends on ignorability of the linkage error while OLS-Best assumes away linkage error-related
concerns by using the best match. In both low- and high-error environments with Model 1, these
estimators exhibit severe bias. The performance of both estimators improves when we use Model 2,
which conditions on a much richer set of predictors. The most evident improvement occurs in the
low-error environment with Model 2, which highlights that these estimators can perform well if the
linkage is of sufficiently high precision.

Taken together, the estimates shown in Table 3 highlight the value of using implicates as in-
struments in the context of probabilistic record linkage. The key takeaway from these simulations
is that the assumption implied by Equation (10) holds in a variety of linkage environments and,
consequently, the TSLS estimator performs very well. In results not reported here, we conducted the
same simulation exercise with regression disturbance terms distributed N (0, 2) instead of N (0, 1)

as a robustness check. We find qualitatively very similar results in the presence of higher error
variance to those reported in Table 3.

7 Conclusion

In this paper, we study the problem of conducting regression analysis using probabilistically matched
data, which is subject to biases that arise from linkage errors. We propose an instrumental variable-
based approach to address this concern that is based on multiply imputed record linkage. In
particular, when ignorability assumptions required to obtain valid inference with MI fail, the impli-
cates can be used as instrumental variables to obtain consistent estimates of regression coefficients.
This approach has several advantages relative to existing methods. It does not require analysts to
estimate match probabilities or complex models of linkage error, or obtain access to information
used in the linkage step such as matching variables that may be confidential. Finally, relative to
alternative methods, the standard errors for the IV-based approach are easy to compute using con-
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ventional software since the estimator obeys asymptotic normality. While the setting we consider
in this paper is one with a single mis-measured regressor, the approach we outline applies equally
in settings with multiple mis-measured regressors. We conduct simulated record linkage of workers
to employers and subsequent regression analysis in low- and high-reporting error environments as
well as with simple and complex models of record linkage. Across these simulated settings, we find
that the underlying assumptions that deliver consistency of the IV-based approach hold and that
the TSLS estimator performs well even in the presence of non-ignorable linkage error.
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Figure 1: Examples of Linkage Errors in Different Reporting Error and Record Linkage Modeling Environments
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High-Error Environment, Model 1
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High-Error Environment, Model 2
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Low-Error Environment, Model 1
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Low-Error Environment, Model 2

Notes: This figure shows the relationship between actual log employer size and matched log employer size in four different linkage environments. Each graph is
based on a single simulation with 1,000 observations. Differences between the true value and the matched value arise from variation in reporting errors and the
relative complexity of the record linkage model. Model 1 only uses distance to predict match status, whereas Model 2 uses distance, wage, size, and within-block
share of employment to predict match status.



Table 1: Parameters Used in Monte Carlo Simulations

Simulation Parameter Value or Distribution
Number of workers sampled in file A 1000
Number of employers in file B 500
Number of workers sampled in training data 100
Number of imputations 10
Number of bootstrap repetitions 500
Employer size distribution LN (3, 1)
Employer location distribution U(0, 2π)
log(wage)-log(size) equation α 1
log(wage)-log(size) equation β 0.25
log(wage) disturbance term distribution N (0, 1)
ē in high-error environment π

100
ē in low-error environment π

600

Notes: This table shows parameter values and distributions used in the Monte Carlo
simulations.
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Table 2: Characteristics of Matched Files in Different Reporting Error and Record Linkage Modeling Environments

High-error environment Low-error environment
(1) (2) (3) (4)

Linkage Model 1 Linkage Model 2 Linkage Model 1 Linkage Model 2
Linkage precision rate 0.197 0.321 0.658 0.736
Average block size 10.817 11.229 2.524 2.657
Record linkage computation time (seconds) 3.753 4.993 2.307 3.601
Correlation between true log size and linkage error -0.586 -0.599 -0.431 -0.328
Correlation between matched log size and linkage error 0.683 0.585 0.561 0.339
Correlation between instrument and linkage error 0.030 -0.015 0.079 0.009

Notes: Each linkage environment is simulated 500 times. Statistics shown in the table represent averages across 500 simulations. The linkage precision rate is defined as
the fraction of observations in file A that are correctly matched to records in file B. Record linkage computation time includes MI and bootstrap repetitions for estimation
of θ̂(m) and θ̂(b). Without loss of generality, linkage error is defined as u

(1)
ij and log matched size is defined as log(size(1)ij ). The instrument is constructed using implicates

2-10, as in Equation (12). Model 1 only uses a cubic polynomial in distance to predict match status, whereas Model 2 uses a cubic polynomial in distance, cubic polynomial
in log wage, cubic polynomial in log size, and cubic polynomial in within-block share of employment to predict match status.
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Table 3: Performance of Estimators in Different Reporting Error and Record Linkage Modeling Environments

A: High-Error Environment
Linkage Model 1 Linkage Model 2

Estimation Estimation
EMC(β̂) EMC(V (β̂)) VMC(β̂) time (seconds) EMC(β̂) EMC(V (β̂)) VMC(β̂) time (seconds)

Oracle 0.251 0.0013 0.0012 0.0007 0.260 0.0011 0.0010 0.0005
TSLS 0.214 0.0089 0.0090 0.0006 0.278 0.0061 0.0084 0.0006
IV 0.233 0.0496 0.0447 0.0003 0.295 0.0213 0.0287 0.0002
Lahiri-Larsen 0.286 0.0020 0.0045 17.3530 0.231 0.0025 0.0046 17.0770
OLS-MI 0.041 0.0020 0.0003 0.3306 0.080 0.0027 0.0006 0.3269
OLS-Best 0.038 0.0011 0.0010 0.0069 0.170 0.0020 0.0021 0.0074

B: Low-Error Environment
Linkage Model 1 Linkage Model 2

Estimation Estimation
EMC(β̂) EMC(V (β̂)) VMC(β̂) time (seconds) EMC(β̂) EMC(V (β̂)) VMC(β̂) time (seconds)

Oracle 0.254 0.0009 0.0008 0.0006 0.257 0.0012 0.0011 0.0005
TSLS 0.224 0.0017 0.0018 0.0007 0.261 0.0016 0.0028 0.0006
IV 0.233 0.0033 0.0035 0.0003 0.263 0.0021 0.0036 0.0003
Lahiri-Larsen 0.269 0.0012 0.0013 17.1910 0.257 0.0019 0.0026 15.8080
OLS-MI 0.116 0.0013 0.0005 0.3344 0.203 0.0020 0.0012 0.3216
OLS-Best 0.117 0.0008 0.0008 0.0044 0.239 0.0013 0.0016 0.0044

Notes: Each linkage environment is simulated 500 times. Parameter estimates of β (true value = 0.25) represent the Monte Carlo mean over
500 simulations. EMC(V (β̂)) is the Monte Carlo mean of the variance estimate of β̂ over 500 simulations. VMC(β̂) is the Monte Carlo variance of
β̂. Computation time represents the Monte Carlo mean of the time taken to compute the point estimate and variance for each type of estimator.
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