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Abstract 

 
The Iowa Gambling Task (IGT) is a well–studied 
experimental paradigm known to simulate both intact and 
impaired real-world decision making in choice tasks that 
involve uncertain payoffs.  Prior work has used computational 
reinforcement learning models to successfully reproduce a 
range of task phenomena. In this prior work a set of models 
were fit to individual decision making data, the best-fit models 
were selected based on group-averaged metrics, and then 
theoretical conclusions were drawn based on group-averaged 
parameters. In the present work we investigate the 
performance of this class of reinforcement learning models in 
fitting individual data. This class of learning models has 
provided a useful starting point for characterizing decision 
making performance in the aggregate. However, we 
demonstrate that no one best-fit model aptly captures 
individual differences and our results caution against using 
aggregate parameters from best fit models to characterize 
decision making across populations as has been done in prior 
work. 
 
Keywords: Reinforcement learning; decision making; Iowa 
Gambling Task; computational modelling. 

Introduction 

The Iowa Gambling Task (IGT) is a widely studied decision 

making task originally designed to simulate the real-world 

task of deciding among competing options when the payoffs 

associated with the options are uncertain and must be learned 

through experience.   

 Evidence for the ecological validity of the task derives 

from a large number of studies demonstrating that patients 

with known impairments in real-world decision making also 

exhibit impaired performance on the IGT (see Dunn, 

Dalgleish, & Lawrence, 2006 for a review).  One important 

population of patients are those with ventromedial and 

orbitofrontal brain damage. 

 Interestingly, ventromedial and orbitofrontal cortices are 

among the brain areas found to be involved in reinforcement 

learning (RL) in both animals and humans (Daw, 2007; 

Daw, O'Doherty, Dayan et al., 2006; Fiorillo, Tobler, & 

Schultz, 2003; O'Doherty, Critchley, Deichmann et al., 2003; 

Rolls, 1996; Schultz, 2006; Schultz, Dayan, & Montague, 

1997; Schultz & Dickinson, 2000). This commonality in the 

brain areas involved in impaired IGT performance and in 

reinforcement learning has motivated the application of 

computational reinforcement learning models to the study of 

IGT performance.  The approach taken in this body of work 

has been to (i) fit a set of RL models to individual decision 

data from the IGT, (ii) select a best-fitting model based on a 

group-averaged fit criterion, and  (iii)  characterize decision 

making behavior for a given population or across 

populations using group-averaged model parameters.   

This approach has been useful in providing an explicit 

computational framework for studying IGT performance, 

and as a means for better understanding the nature of 

impaired decision making for a wide range of patient 

populations. However, several concerns motivate a closer 

investigation of the performance of these models in 

capturing decision making at the level of the individual. 

One concern is that while the models reported in the 

literature have been fit to individual data, the model 

selections and theoretical conclusions were based on group-

averaged fits with large reported standard deviations across 

subjects.  This suggests the possibility that models which 

best-fit a set of subjects may not accurately characterize 

decision making behavior for a large subset of subjects.   

A second concern is that the IGT is a complex task as 

evidenced by the robust finding that a large number of 

normal subjects (typically 20-30%) routinely fail to perform 

the task successfully (for example. Bechara, Damasio, 

Tranel et al., 1997).  While this finding might be explained 

by extra-task factors (e.g. motivation, attention) it might 

instead result from individual differences in decision 

making.  The presence of individual differences is further 

supported by recent empirical evidence  demonstrating that 

subjects make use of explicit decision strategies and that 

these strategies vary across individuals (Maia & McClelland, 

2004).   

Taken together, these two concerns motivate the present 

work in which we (i) use a base RL model to replicate the 

type of the group-averaged results reported in the literature 

and (ii) use a diverse set of model variants to investigate how 

well these models capture individual differences. 

Methods 

Overview of the IGT  

In a widely  used version of the task (Bechara, Damasio, 

Damasio et al., 1994), subjects choose cards from four decks 

(A, B, C, and D).  Every card delivers a positive dollar-

denominated gain, but some cards also included a monetary 

loss.  Subjects are told in advance that the cards will involve 

gains, and sometimes losses, and that their goal is to select 



 

freely among the decks to maximize their profit over the 

course of the task which typically involves 100 trials.  See 

(Bechara, Tranel, & Damasio, 2000) for a detailed 

description of the task instructions.   

Critically, the payoff schedule (see Table 1) is designed to 

impose a tradeoff in decision making:  to perform well on 

the task, subjects must learn that the decks which offer larger 

immediate gains (A and B) also have larger negative future 

consequences that make their expected value (EV) less 

profitable overall than the decks which offer smaller 

immediate gains (C and D). 

Table 1: Deck Payoff Schedule. 

Deck 

 

Deck 

Type 

Fixed 

Gains 

Variable 

Losses 

Loss 

Freq. 

EV 

(10 cards) 

A Bad + $100 - $150 to 

 -$350 

50% -$25 

B Bad + $100 - $1250 10% -$25 

C Good + $50 - $25 to 

 - $75 

50% +$25 

D Good + $50 - $250 10% +$25 

 

The primary dependent variable upon which IGT 

performance is assessed is the total percentage of cards 

selected from the good decks.  Healthy subjects who perform 

advantageously select more than half the cards from the 

good decks (C, D) over the 100 trials.   

Data Collection 

The behavioral data used in the present work were 

previously reported in Preston, Buchanan, Stansfield, and 

Bechara (2007).  Forty one university students with no 

known brain damage or decision making impairments 

performed the IGT as in the paradigm described above and 

first reported in (Bechara, Damasio, Damasio et al., 1994).   

The Base Model 

Formally, the IGT is an instrumental conditioning task that 

can be modeled as a reinforcement learning problem in 

which subjects must learn, via experienced rewards, the 

relative values of the four decks in order to bias their 

selections towards the decks which deliver larger expected 

values. Action value models (also known as delta-rule 

models) are a standard approach to modeling reinforcement 

learning problems of the form of the IGT and it is this class 

of model that has been the focus of the research reported in 

the literature (for example: Busemeyer & Stout, 2002; 

Yechiam, Busemeyer, Stout et al., 2005).  Consistent with 

this prior work, the base model we investigated has three 

components: (i) a learning component responsible for storing 

and updating estimates of the value of each deck based upon 

experienced payoffs, (ii) a selection component that chooses 

among the decks based on their associated values, and (iii) a 

reward function that translates experienced monetary 

payoffs into an internal representation of reward. 

Learning Component  In learning to choose cards 

advantageously, we assume that subjects implicitly estimate 

a value (VA, VB, VC, VD) for each deck (A, B, C, D) based 

on the payoffs experienced from each deck.  These values 

were initialized to zero and updated on each trial according 

to the following learning equation, known as the delta rule: 

Vi(t+1) = (1 - ) Vi(t) +  r(t)  :  i {A, B, C, D} (1a) 

In the learning component, r(t) is the internal reward 

experienced by the subject after receiving the monetary 

payoff from the deck selected on trial t.  The learning rate  

governs the relative influence of the current value estimate 

Vi(t) and the current reward r(t) on the updated value 

Vi(t+1).   

Selection Component  The base model assumes that on 

each trial, subjects select probabilistically from among the 

decks based on the current learned values associated with 

each deck.  The assumption of probabilistic choice in 

instrumental conditioning tasks was originally proposed by 

Herrnstein (1961), has since being codified mathematically 

in the well-known matching rule and the  applicability of the 

matching rule to human behavior has been empirically 

demonstrated (O'Doherty, Critchley, Deichmann et al., 

2003).  Additional work has clarified the functional form of 

matching-based selection, and found that a Softmax 

selection rule best fits behavioral choice data (Daw, 

O'Doherty, Dayan et al., 2006; Lau & Glimcher, 2005). In 

this work, the probability Pd(t+1) that a subject selects deck 

d on trial t+1 was computed according to the following 

Gibbs Softmax rule (Sutton & Barto, 1998):   

 (2) 

In this action selection equation, the sensitivity parameter 

 determines the degree to which differences in the deck 

values Vi are transformed into differences in selection 

probabilities.  When  is zero, selection probabilities are 

uniform regardless of the value estimates and therefore 

selection is random.  Large values of  lead to large 

differences in selection probabilities. 

Reward Function  The base model dissociates the monetary 

payoffs (stimuli) obtained during the task from the internal 

representation of reward r(t) experienced by the subject.  In 

the base model, trial rewards are computed according to the 

equation: 

r(t) = G  gain(t) + L  loss (t)    (3) 

In the base model, the rewards represent the net monetary 

payoff obtained on a given trial, with the parameters G and L 

allowing for both relative weighting of the contribution of 



 

gains and losses to the reward as well as absolute weighting 

of the levels of reward experienced by a subject. 

Model Variants 

For the purposes of investigating how well this class of 

model fits individual subject data, we explored ten variants 

of the base model.  The theoretical and empirical 

motivations and algorithmic instantiations of these models 

are detailed in Sutton and Barto (1998).  These ten models 

varied along five dimensions:  (i) the functional form of the 

learning rate (exponential vs. simple averaging), (ii) the 

nature of action selection (Softmax vs. pursuit), (iii) the 

nature of prediction error (delta-rule versus reinforcement 

comparison), (iv) the presence of decay, and (v) the 

functional form of the reward function.   

Averaging Method in Learning.  In the base model the 

learning rate  is constant, which leads to an exponential 

weighting of past rewards, with more recent rewards having 

exponentially greater influence on learned values than more 

remote rewards.  In a variant model (Model 2), we allowed  

to vary inversely with the number of times a deck has been 

selected.  This leads to learned values for each deck that are 

simple arithmetic averages of all rewards experienced. 

Pursuit Action Selection  In the base model, action values 

are stored and updated on every trial.  Action selection 

probabilities are computed on-line using these stored values.  

There is evidence that action selection processes and value 

learning and storage processes are supported by different 

neural substrates (O'Doherty, Critchley, Deichmann et al., 

2003).  This possibility was captured by a variant model 

(Model 4) that utilizes a Pursuit method of action selection 

in which an action selection probability Pj is stored for each 

deck, and these probabilities are updated according to the 

equations: 

Pj*(t+1)  = Pj*(t) +  [1- Pj*(t) ]   :  j* is deck with highest value Vj (4a) 

Pj(t+1)  = Pj(t) +  [0- Pj(t) ]   j  j*  (4b) 

In the Pursuit model, action values were computed and 

stored as in the base model, but on every trial the probability 

of the action with the highest value is moved towards 1, and 

the probabilities all other actions are moved towards 0.  The 

parameter  determined the rate at which stored probabilities 

are updated. 

Reinforcement Comparison  In the base model, the 

learning component bases value updates on the prediction 

error computed as the difference between the current reward 

r(t) and the current value estimate Vi(t) (see Equation 1b).  

Framing effects, the dependence of choice on a context-

specific reference point, are well documented in the 

psychological literature on decision making (for example, 

Kahneman & Tversky, 1984; Tversky & Kahneman, 1981). 

We investigated the possibility that deck selections in the 

IGT might be affected by framing effects.  This possibility 

was instantiated computationally using a Reinforcement 

Comparison model. In this model (Model 5), we modified 

Equation (1b) so that prediction error was based on the 

difference between the current reward r(t) and a reference 

reward ( )r t :  

Vi(t+1) = Vi(t) +  [ r(t) - ( )r t  ]  :  i {A, B, C, D} (5a) 

( 1)r t  = ( )r t  +  [ r(t) - ( )r t  ] (5b) 

The reference reward was updated on every trial, based on 

the rewards experienced from all decks.  The parameter  

governed the rate at which the reference reward was updated 

on each trial. 

Decay  In the base model, the only value updated on each 

trial was the value of the selected deck.  Inherent in this 

model is the assumption that the previously learned values 

for all other decks are maintained.  The task demands of the 

IGT are substantial enough that 20-30% of healthy subjects 

typically fail to perform advantageously.  It is therefore 

plausible that due to task demands, not all subjects are able 

to maintain the value estimates for decks which have gone 

unselected for multiple trials. We instantiated this possibility 

in a variant model (Model 3) in which for every trial that a 

deck goes unselected, the value estimate for the deck decays.   

Vi*(t+1)  = Vi*(t) +  [1- Vi*(t) ]   :  i* is deck selected on trial t (6a) 

Vi(t+1)  =  Vi (t)    i  i* (6b) 

In this model, value updates for the selected deck 

(Equation 6a) are identical to the base model (Equation 1a).  

The value of unselected decks decay by the fraction  which 

we set at 0.8 in the base model (i.e. a constant decay rate of 

20%).   

Form of Reward Function  In the base model, the reward 

function transforms monetary payoffs into rewards assuming 

that it is the net payoff that is internally rewarding to 

subjects.  Net payoff, however, is not the only possible basis 

of reward.  Electrophysiological animal studies provide 

evidence that payoffs can be evaluated along multiple 

dimensions, including frequency and temporal delay in 

addition to magnitude (Shizgal, 1997).  We modeled three 

alternate reward metrics in which rewards are based on:  (i) 

the variance in net payoffs, (ii) the variance in losses, and 

(iii) the frequency of losses.  In each of these variants 

(Models 6, 7 and 8), we assumed that lower variance or 

frequency is more rewarding than higher variance or 

frequency.  We instantiated these models by computing, on 

every trial, a 4-trial mean variance or frequency. 

Hybrid Models  We also tested two hybrid models (Models 

9 and 10) in which the rewards were a weighted  linear 

combination of net payoffs and either loss variance or loss 



 

frequency.  We parameterized the contribution of the 

alternate reward metric thus allowing the contribution of 

variance or frequency to be fit to individual subjects.   

Model Fitting and Comparison 

To replicate prior work and investigate the applicability of 

this class of RL models to capture the decision making of 

individual subjects, we (i) fit the models to the data using 

maximum likelihood methods, and (ii) compared the models 

using the Bayesian Information Criteria (BIC).  This 

approach was chosen for consistency with other work 

reported in the literature (for example: Busemeyer & Stout, 

2002). 

Maximum Likelihood Fitting  The parameters for each of 

the models were fit to the deck selection histories 

independently for each of the 41 subjects using maximum 

likelihood methods.  The likelihood function is given in 

Equation  7.   
100

1
( ) ( ( * | , ))

m t
ln L ln P d d t H


 (7) 

The likelihood function captured for each of the 100 trials, 

the estimate by model m, of the probability P(d=d*|t, H


)
 
of 

choosing the deck d=d* actually selected by the subject on 

trial t, given the entire selection history H


up to trial t.   

The parameters of each model were numerically fit to the 

subject data using the Nelder-Mead Simplex numerical 

optimization algorithm available in the Mathematica 

programming language (Wolfram Research, 1998-2005).     

Model Comparison  We used the Bayesian Information 

Criterion (BIC) which strongly penalizes free parameters 

relative to other criteria.  After performing model fits, we 

computed a relative BIC score for each model m compared 

to a nominal model mnominal.  The nominal model assumed 

fixed selection probabilities for each deck, with the 

probabilities computed based on the proportion of selections 

from each of the decks.  For example, if the total number of 

selections a subject made from each deck were A=10, B=15, 

C=35, and D=40, then the nominal model assumed fixed 

selection probabilities on each trial of 10%, 15%, 35% and 

40% for deck A, B, C and D, respectively.  The nominal 

model thus had three free parameters (the fourth probability 

can be imputed based on the other three).  This model 

replicates marginal selection probabilities, but does not 

account for any temporal patterns in the history of selections.  

We computed a relative BIC score for each model m as 

compared to the nominal model according to Equation (8), in 

which Lm is the likelihood computed according to Equation 

(7) and km is the number of free parameters in model m.   

BIC(m)  = 2 ln(Lm -  Lnominal) - (km - 3) ln(100) (8) 

The BIC(m) score therefore provides an indication of the 

goodness of fit for a given model.  A positive BIC(m) 

indicates that a given model provides a better fit to the data 

than the nominal model, a condition which is possible only if 

the model was able to capture some of the temporal aspects 

of subject’s selection history not captured by the nominal 

model.   

In addition to investigating the goodness of fit for each 

model relative to the nominal model, we tested for 

significant differences between BIC scores of each variant 

and the base model using the Wilcoxon Signed Rank from 

which we generated standard two-sided p-values.  

Results 

Before analyzing the ability of the set of models to fit 

individual decision data, we first confirmed that the results 

of fitting our base model to the data were consistent with 

results reported in the literature for similar subject 

populations. 

Base Model – Aggregate Results 

The aggregate results of fitting the base model to each of the 

41 subjects are summarized in Table 2.  Consistent with 

simulation results in the literature, and evidenced by the 

positive mean and median BIC scores, the model captured 

temporal aspects of subject selections not captured by the 

nominal model.  The model generated positive BIC scores 

for 61% of the 41 subjects.  On average, both the model and 

the actual subjects produced a negative profit.  Also 

consistent with other studies, the standard deviation of the fit 

across subjects was large (31.6) suggesting that the base 

model did not provide a good fit for many of the subjects. 

Table 2: Base Model Fitting Results 

Evaluation 

Criteria 

Value 

BIC Mean +13.6 

BIC Median +3.5 

BIC SD 31.6 

% BIC>0 61% 

Mean Profit -$260 (data: -$437) 

 

Figure 1 shows the observed and simulated selection 

histories from the advantageous decks (C and D), pooled 

over all 41 subjects, and smoothed using a 7 trial window.  

Consistent with other simulations reported in the literature, 

the model closely reproduces the aggregate selection 

behavior, with early disadvantageous selection shifting to 

advantageous selections after 20-30 trials, and continuing 

thereafter with a maximal level of 7-trial selections from the 

good decks reaching approximately 80%.    

 

  



 

Figure 1:  Selection Histories – Model vs. Data. 

Model Variants – Aggregate Results 

The results of fitting all of the models pooled across the 41 

subjects are summarized in Table 3.  Overall, the Hybrid 

Loss Frequency model, the Base Model, and the Decay 

model were the best fitting models. The fit of these models 

generated large positive BIC scores, had positive BIC scores 

or a large percentage of the subjects and were the first or 

second best fits for a large percentage of subjects relative to 

other models. It is evident from the aggregate results shown 

in Table 3 that many of the models with inferior 

performance in aggregate fit were the first- or second- best 

fitting models for some subjects.  For example, the Pursuit 

and Loss Frequency models (Models 4 and 8) generated low 

or negative mean BIC scores, yet together were the best 

fitting models for a substantial subset (49%) of the subjects.   

Table 3: Aggregate Fits for Model Variants 

 

Models 
BIC Mean 

(p-value)* 

% Subjects 

BIC >0** 

%Subjects 

Best Fit*** 

1. Base  +13.6 61% 34% 

2. Simple 

Average 

+5.1 (<0.003) 51% 24% 

3. Decay +12.8 (<0.38) 56% 22% 

4. Pursuit +4.4 (<0.01) 39% 29% 

5. Rein.  
Comparison 

+8.8 (<0.006) 51% 7% 

6. Net Payoff 

Variance 

-16.6 (0.000) 17% 7% 

7. Loss 
Variance 

-20.3 (<0.000) 20% 2% 

8. Loss 

Frequency 

-8.0 (<0.001) 22% 20% 

9. Hybrid Loss 
Variance 

+10.4 (<0.004) 49% 10% 

10. Hybrid Loss 

Frequency 

+17.9 (<0.22) 63% 44% 

*      p-value for test of model BIC versus base model BIC. 

**    % Subjects for which a model had positive BIC scores. 

***  % Subjects for which model was the 1st or 2nd best fit. 

Model Variants – Individual Subject Results 

To consider more closely how the set of models fit 

individual subjects, we undertook a subject level analysis the 

results of which are summarized in Table 4.  It is clear from 

these results that no single model was able to capture the 

decision making patterns of individual subjects, despite 

having free parameters that were fit to individual subject 

data.  Across the 41 subjects, nine of the ten models were 

able to best fit at least one subject.  Furthermore, for some 

subjects (e.g., subjects 2, 5, 6, 8, 13, 21, 23, and 36) no 

model provided a good fit as evidence by the negative BIC 

score for the models that best-fit these subjects.   

Discussion 

A growing body of computational work has used a class of 

RL models to successfully reproduce a range of phenomena 

observed in the aggregate behavior of subjects performing 

the IGT.  In this body of work, group-averaged parameters 

were obtained from models that best-fit a set of subjects. 

These parameters were then been used to characterize the 

decision making processes thought to underlie task 

performance.  This approach of "parameterizing" subject 

populations has been used to help explain the performance of 

healthy subjects and has been extended to characterizing the 

nature of impairments observed in a wide range of patient 

populations.  Inherent in this approach are two important 

assumptions: (i) that individuals share a common decision 

making "architecture", and (ii) that individual differences in 

task performance can be captured by differences in the 

parameterization of this common architecture.  In the present 

work, we sought to investigate the soundness of these two 

assumptions by looking more closely at the performance of 

RL models in fitting individual decision data.    

To test these assumptions, we fit a diverse set of RL 

models (representing a range of possible decision 

architectures) to data obtained from healthy subjects who 

performed the IGT.  We showed that a base model 

(consistent with other models reported in the literature) was 

able to reproduce the aggregate behavior of our subjects. 

However, we found that no one of these models yielded a 

good fit across subjects. The model that yielded the best 

group-averaged fit (Model 10) was the best-fitting model for 

less than half (44%) of the subjects.  Furthermore, many of 

the models that yielded poor fits across subjects yielded the 

best-fits for sizable subsets of the subjects.  These results 

were found both for subjects who performed the task 

successfully and unsuccessfully and therefore cannot be 

attributed to the inability of the RL models to fit the poorly 

performing subjects. 

Our results suggest that there are significant individual 

differences in IGT performance, and that these individual 

differences cannot yet be captured by parameterizing a 

single best-fitting model within the class of RL models that 



 

have been applied to the task.  Our results also suggest that 

attempts to parametrically characterize decision processes 

across subject populations may be premature until more 

robust models of IGT performance have been identified.  

Table 4: Best Fitting Model for Individual Subjects 

 

Subject* 

% Good 

Selections 
Mean BIC 

(All Models) 

Best 

Model 
BIC Best 

Model 

15 70 8.8 1 17.5 

16 73 -0.2 1 22 

17 56 40 1 69.1 

20 (F) 46 2.1 1 14.6 

29 76 19.2 1 30.3 

41 (F) 27 24.9 1 44.1 

2 52 -11.1 2 -4.7 

13 56 -5.2 2 -1 

18 61 -3.3 2 2.8 

22 69 -1.7 2 5.6 

33 67 1.5 2 12.6 

37 69 1.7 2 11.1 

8 (F) 23 -14.4 3 -5.5 

26 68 -0.3 3 16.7 

30 59 8.5 3 13.8 

4 76 52.7 4 99.1 

5 (F) 39 -15.2 4 -4.3 

9 (F) 18 -9.5 4 -0.9 

23 (F) 37 -11.8 4 -2.6 

3 75 -0.5 5 36.7 

14 83 22.8 5 45.6 

35 76 20.1 5 55.4 

7 (F) 32 -8.9 6 2 

19 58 -2.7 6 2 

1 55 -4.8 8 40.9 

11 (F) 46 -4.2 8 11 

36 52 -10.3 8 -2.5 

12 65 -6.1 9 -2 

6 55 -28.5 10 -12.1 

10 61 -5.8 10 46.3 

21 69 -26 10 -6.2 

24 56 -0.6 10 7.9 

25 84 2.1 10 32.8 

27 (F) 39 1 10 17.5 

28 51 4.6 10 33 

31 78 -22.1 10 15.9 

32 76 109 10 151.4 

34 55 2.9 10 13.4 

38 74 17 10 38.2 

39 70 30.5 10 68 

40 71 21.6 10 57.8 

     * The (F) indicates that failed to perform the task successfully (i.e., draw 

more cards from the good decks than the bad decks). 
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