
Social Network Analysis of Web Search Engine Query Logs

Xiaodong Shi
School of Information
University of Michigan
Ann Arbor, MI 48109
xdshi@umich.edu

Abstract

In this paper, we attempt to build query networks from web search engine
query logs, with the nodes representing queries and the edges exhibiting the
semantic relatedness between queries. To build the network, users' query his-
tories are extracted from query logs and are then segmented into query ses-
sions. Semantic relatedness of queries is modeled using three different statisti-
cal measures: collocation, weighted dependence, and mutual information. We
compare the constructed query networks with comparable random networks
and conclude that query networks are of small world properties. Besides, we
propose a method for identifying the community structures,which is represen-
tative of semantic taxonomies, by applying Newman clustering to query net-
works. The experimental evaluation prove the effectiveness of our proposed
method against a baseline model.

1 Introduction

Today the Web has become a huge information repository that covers almost any interesting topics that
human users search for. However, despite the recent advancements on web search technologies, there
are still many situations in which search engine users are contemplated with non-relevant search results.
One of the major reasons for this problem is that web search engines have dif�culties in recognizing
users' speci�c search interest given his initial query. On one hand, this is due to the ambiguity that arises
naturally in the diversity of language itself, and that no dialog (discourse) context structure is available
to search engines. On the other hand, untrained Web search engine users are often not clear of the exact
terms that best represent their speci�c information needs.In the worst case, users are even incapable
of formulating correct queries representing their speci�cinformation need. Therefore, it is desirable to
study users' search patterns and recognize (at least approximate) their search interests.

Search engine query logs is a good resource that records users' search histories and thus the necessary
information for such studies. Query logs capture explicit descriptions of users' information needs. Logs
of interactions that follow a user's query (e.g., click-though and navigation patterns) capture derivative
traces that further characterize the user and their interests. For example, some user might be interested in
purchasing cars and therefore submits the query “car” �rst.Looking at the returned results, he �nds that
he needs more information about a particular brand of sedans, e.g. Ford. So he next inputted the query
“ford sedan” and gets a new set of results. In this scenario, though the two queries are lexically different,
they are semantically related and represent a common searchinterest. The transition from “car” to “ford
sedan” indicates the semantic relatedness of the two queries. If such a transition is widely observed in
various users' search processes, we may extract it as a common pattern.

In this paper, we build an undirected graph of queries by modeling such query patterns existing in
users' query sessions, based on real-world Web search engine query log data. In query networks, the
nodes represent distinct queries and the edges indicate thesemantic relatedness revealed by these query
patterns. We suggest using statistical measures, i.e. collocation, weighted dependence and mutual infor-
mation, to capture the strength of such semantic relatedness. We examine the generated query networks



and compare them with comparable random networks. We conclude that query networks are typical
small world networks. We also propose to use Newman clustering to extract community structures from
query networks, which are potentially capable of representing users' underlying search interests in their
search processes. We de�ne such community structures as semantic taxonomies that carry query con-
cepts, which can be utilized for diverse NLP and IR tasks.

2 Related Work

Many past researches have proposed to utilize the Web searchengine query logs to extract semantic
relatedness of queries or words. Cui, et al. (Cui et al., 2002) made the hypothesis that the click through
information available in search engine query logs represented an evidence of relatedness between queries
and documents chosen to be visited by users. Based on this evidence, the authors establish relationships
between queries and phrases that occur in the documents chosen. This approach was also used to cluster
queries extracted from log �les (Wen et al., 2001; Beefermanand Berger, 2000). Cross-reference of
documents are combined with similarity functions based on query content, edit distance and document
hierarchy to �nd better clusters. These clusters are used inquestion answering systems to �nd similar
queries (Wen et al., 2001).

Huang, et al. (Huang et al., 2003) argued that relevant termsusually co-occurred in similar query
sessions from query logs, rather than in retrieved documents. A correlation matrix of query terms was
built, and three notable similarity estimation functions were applied to calculate the relevance between
query terms, i.e. Jaccard's similarity, dependence, and Cosine measure. The top relevant queries to the
input query were discovered according to the ranking of relevance between the input query and all other
queries. Chien & Immorlica (Chien and Immorlica, 2005) suggested another approach of measuring
query relatedness by their temporal correlations. They infer that two queries are related if their pop-
ularities behave similarly over time, as re�ected in their temporal frequencies query logs. However, as
discovered later in a comparative experiment (Shi and Yang,2006), the temporal correlation model failed
to capture the semantic relatedness between queries very well.

Fonseca, et al. (Fonseca et al., 2003) adopted a data mining approach by extracting association rules
of queries from query logs. They segmented users' query histories into query sessions from which
association rules (in the form of queryA ! B ) were mined. Supports and con�dences were calculated
and relevancies of queries were then ranked accordingly. Later in another work, Fonseca, et al. (Fonseca
et al., 2005) proposed to build simple query graphs based on association rules and to detect cliques in
query graphs. Identi�ed cliques are associated with query concepts.

There are many past literature on social network analysis aswell. Newman & Watts (Newman and
Watts, 1999) investigated various social networks and examined a number of properties of such networks.
They studied the small-world network model, which mimickedsome aspects of the structure of social
interactions. They also studied the problem of site percolation on small-world networks as a simple
model of disease propagation, and derived an approximate expression for the percolation probability at
which a giant component of connected vertices �rst forms (inepidemiological terms, the point at which
an epidemic occurs).

Girvan & Newman (Girvan and Newman, 2002) proposed an algorithm that partitions social networks
into clusters which represent the community structures in the networks. The algorithm is an iterative
divisive method based in �nding and removing progressivelythe edges with the largest betweenness,
until the network breaks up into components. As the few edgeslying between modules are expected to
be those with the highest betweenness, by removing them recursively a separation of the network into its
communities can be found. Therefore, the algorithm produces a hierarchy of subdivisions of a network
of N nodes, from a single component toN isolated nodes. However, computing betweenness scores for
all edges is computationally expensive, and thus the algorithm is not ef�cient on large networks (with
more than a few thousands of vertices).

Later, Girvan & Newman (Newman, 2004) proposed another moreadvanced algorithm by looking at
the maximum of the modularity of candidate communities. Modularity is de�ned as a quantity measuring
the degree of correlation between the probability of havingan edge joining two sites and the fact that the



sites belong to the same modular unit. The algorithm tries to�nd the optimal partition that maximizes the
inner-cluster modularities. real-world networks are sparse and hierarchical, It is particularly ef�cient on
very large networks which are often sparse, running in essentially linear timeO(nlog2n). Therefore this
algorithm is potentially applicable to query networks which often consists of thousands and sometimes
even millions of queries.

3 Data Analysis

The dataset that we study is adapted from the query log of AOL search engine1 (www.aol.com) (Pass
et al., 2006). The entire collection consists of around 36M query records. These records contain about
20M distinct queries submitted from about 650k users over three months (from March to May 2006).
Query records are all in the same format:f AnonID , Query, QueryT ime, ItemRank , ClickURL g.
The descriptions for these elements are listed below:

- AnonID : an anonymous user ID number, usually corresponding to a real search engine user2.

- Query: the query issued by the user, case shifted with most punctuation removed.

- QueryT ime: the time at which the query was submitted to the search engine by the user for ful�ll-
ing his particular information needs.

- ItemRank : if the user clicked on a search result, the rank of the item onwhich they clicked is
listed.

- ClickURL : if the user clicked on a search result, the domain portion ofthe URL in the clicked
result is listed.

The last two elements can be missing in some records. In such searches, the query was not followed by
a click-through event, i.e. not followed by the user clicking on a search result. However, the missing of a
following click-through event may not necessarily indicate users' non-relevance feedback on the search
outcomes; instead some users would simply browse the results from page to page or even probably come
back at a later time.

We also observed that a great portion of the query records were for “paging query results” only; that
is, the user requested the “next page” of results for an initial query, and the submission appears as a
subsequent identical query with a later time stamp in the query log. This observation was also con�rmed
in (Silverstein et al., 1998), who examined the query log data from AltaVista. In our preprocessing of the
query log, we merged subsequent query records for paging query results and their initial query into one.

Quite a few prior researches utilizedItemRank s andClickURL s in their models. However in our
model, we decide only to utilize the most basic information available in the query log, i.e.AnonID s,
Querys andQueryT imes. This helps keep our model ef�cient and adaptable to most query logs of
various search engines. For instance, it was discovered that in some of the query logs of small-to-
medium-scale web search engines, there exist no data onItemRank s andClickURL s of query records
(Shi and Yang, 2006).

Table 1 presents some basic statistics of the AOL query log dataset. Table 3 is a sample fragment of
the query history from an anonymous user, extracted from theAOL query log without preprocessing.

4 De�nitions

Below are the de�nitions of some important terminologies appearing in this paper frequently. Most of
these de�nitions adhere to those de�ned in (Shi and Yang, 2006).

1We are aware of the debate on the ethical use of the AOL query log and make sure that our research does not involve
identifying any personal information from it.

2Sometimes it is dif�cult to identify real users only given their submitted information to the search engine. Therefore in
some cases an user ID might not correspond to a unique user in real life; vice versa. We simply ignore such extreme cases.



Dates 01 March, 2006 - 31 May, 2006
36,389,567 lines of data
21,011,340 instances of new queries
19,442,629 user click-through events
16,946,938 queries w/o user click-through
10,154,742 unique (normalized) queries
7,887,022 requests for ”next page” of results

657,426 unique user ID's
2.34 average query length (words per query)

Table 1: Basic statistics of the AOL query log dataset.

AnonID Query QueryTime ItemRank ClickURL
100218 tennessee department of transportation 2006-03-01 11:08:30 1 http://www.tdot.state.tn.us
100218 tennessee federal court 2006-03-01 11:53:44 1 http://www.constructionweblinks.com
100218 state of tennessee emergency communications board 2006-03-01 12:56:18 1 http://www.tennessee.gov
100218 state of tennessee emergency communications board 2006-03-01 12:56:18 1 http://www.tennessee.gov
100218 state of tennessee emergency communications board 2006-03-01 12:56:18 2 http://www.tennessee.gov
100218 state of tennessee emergency communications board 2006-03-01 12:56:18 1 http://www.tennessee.gov
100218 dixie youth softball 2006-03-02 10:36:48 2 http://www.dixie.org
100218 cdwg 2006-03-03 14:29:07 1 http://www.cdwg.com
100218 cdwg scam cdwge 2006-03-03 14:30:11
100218 escambia county sheriff's department 2006-03-07 09:26:51 1 http://www.escambiaso.com
100218 escambia county sheriff's department 2006-03-07 09:26:51 2 http://www.escambiaso.com
100218 escambia county sheriff's department 2006-03-07 09:26:51 1 http://www.escambiaso.com
100218 escambia county sheriff's department 2006-03-07 09:26:51 1 http://www.escambiaso.com
100218 pensacola police department 2006-03-07 09:34:28 1 http://www.pensacolapolice.com
100218 memphis pd 2006-03-07 09:42:33 1 http://www.memphispolice.org
100218 nashville metro pd 2006-03-07 09:44:43 1 http://www.police.nashville.org
100218 �orida highway patrol 2006-03-07 09:48:35 1 http://www.fhp.state.�.us
100218 tennessee highway patrol 2006-03-07 09:49:52 1 http://www.state.tn.us
100218 �orida bureau of investigations 2006-03-07 09:51:08 2 http://www.�sbi.com
100218 �orida bureau of investigations 2006-03-07 09:51:08 1 http://www.fhp.state.�.us
100218 government �nance of�cers asssociation 2006-03-07 21:16:11
100218 state of tennessee controllers manual 2006-03-07 21:17:12
100218 state of tennessee audit controllers manual 2006-03-07 21:17:40 3 http://www.comptroller.state.tn.us
100218 state of tennessee audit controllers manual 2006-03-07 21:17:40 4 http://www.tbr.state.tn.us
100218 state of tennessee audit controllers manual 2006-03-07 21:17:40 9 http://audit.tennessee.edu
100218 internal controls for municipalities under 10 000 2006-03-07 21:38:04 1 http://www.nysscpa.org
100218 internal controls for municipalities under 10 000 2006-03-07 21:38:04 4 http://www.massdor.com
100218 municipality fraud detection techniques 2006-03-07 21:41:40
100218 municipal fraud audit detection internal controls 2006-03-07 21:43:15
100218 internal fraud controls for municipalities cities towns local government 2006-03-07 21:45:13 1 http://www.whitehouse.gov
100218 internal fraud controls for municipalities cities towns local government 2006-03-07 21:45:13 4 http://www.nhlgc.org
100218 internal fraud controls for municipalities cities towns local government 2006-03-07 21:45:13 7 http://www.sao.state.ut.us
100218 evaluating internal controls a local government managers guide 2006-03-07 21:51:18 5 http://www.allbusiness.com

Table 2: A sample fragment of the query history from an anonymous userextracted from AOL query log.

� Query: A string consisting of semantically meaningful words, represented asq, submitted to ful�ll
users' particular information needs.

� Query Record: The submission of one query from a user to the search engine at a certain time,
typically represented as a triple (id, q, t). Since identical queries for paging results are merged into
one,t can be a time period (enclosed between a start time and an end time).

� Query Session: A query session is the search process 1) with the search interest focusing on the
same topic or strongly related topics, 2) in a bounded and consecutive period, and 3) issued by the
same user. Typically a query session can be represented as a sequence of query records, i.e.f (idk ,
qk1, tk1), (idk , qk2, tk2), . . . , (idk , qkn , tkn )g.

� Query History: A user's query history contains all the query records that belong to the same user
regardless of their timestamps, which can usually be decomposed into multiple query sessions since
users often change or shift their search interests from timeto time (Shi and Yang, 2006).

Given these de�nitions, we can depict a hierarchical structure in the query logs. By tracingAnonID s
in the query log, we can track the query histories of different users. Given tracked query histories, we may
be able to decompose (or segment) them into smaller units representative of users' search interests, i.e.
query sessions. Each query session consists of multiple query records that are sequentially submitted in
the same search process for ful�lling the same or very similar search interests. Each query record carries a
single query; therefore the transitions between queries submitted subsequently suggest potential semantic
associations. We extract queries from query records and model their semantic relatedness underlying in
those query sessions. This is the initiation of our entire model.



5 Constructing Query Networks

In this section, we present how we construct query networks given the data available in query logs. The
construction of a query network can be delegated into two subtasks. In the �rst one, we extract all users'
query histories and segment the query histories into query sessions. Then in the second one, we capture
the semantic relatedness between the queries present in those query sessions. After that, we build a
directed graph consisting of queries as the nodes and the semantic relatedness between queries as the
arcs.

5.1 Segmenting Query History into Query Sessions

A query history (as characterized by its uniqueAnonID ) contains all the queries submitted by the same
user in his “search life”. Since every user typically has more than one search interest throughout his
“search life”, it is desirable to decompose a query history into multiple units, each representative of a
single search interest. The general idea of the segmentation algorithm is to consider a query history as
a stream of query records and to segment this stream into query sessions. The resulted query sessions
are later utilized to extract query relatedness from. In many other NLP and IR tasks (such as recognizing
speeches and producing news audio transcriptions), segmentation tasks are often important or mandatory
too. However, segmenting query histories into query sessions here is considerably different from those
segmentation tasks. There are generally no discourse or lexical context in query logs. Thus we have to
rely on the only information that we may utilize, i.e.AnonID s,Querys andQueryT imes.

Input : Set of query historiesH = f h1 , h2 , . . . hm g wherehk is a stream of query records (in temporal order)
belonging to a unique userk, i.e. hk = f (id k , qk 1 , tk 1), (id k , qk 2 , tk 2), . . . , (id k , qkn , tkn )g.

Output : Set of query sessionsS = f s1 , s2 , . . . ,sn g.

S  � ; ;1
foreach hk 2 H do2

sort hk in temporally ascending order;3
s  � ; ;4
foreach (id k ; qki ; t ki ) 2 hk do5

if tki � tk ( i � 1) � � then6
append (idk , qki , tki ) to s;7

else ifqki = qk ( i � 1) then8
append (id k , qki , tki ) to s;9

else10
append s to S;11
s  � ; ;12

end13

end14

end15

Algorithm 1 : Segmentation Algorithm.

Algorithm 15 illustrates the basic �ow of how a simple segmentation algorithm works. The idea of
this segmentation algorithm is rather straightforward. Each query history is characterized by a unique
user ID, i.e. AnonID from query logs. Query records in the query history are sorted in a temporally
ascending order. The segmentation algorithm �rst initiates an empty query session. It then enumerates
through all the query records in the query history and looks at the time intervals between current query
record and its previous one. Iff the interval is longer than aprede�ned threshold� , and meanwhile the
two query records do not share a common query, it appends the current query records to the current query
session; otherwise, it will complete the current query session, initiate a new session and append current
query record to the new session. In practice, we set the threshold value� to be 5400 seconds, i.e. 1.5
hour, as suggested by our empirical analysis.

5.2 Modeling Semantic Relatedness of Queries

It is usually dif�cult for machinery to understand the semantics of lexical objects. However, statistical
methods have demonstrated their powers in many NLP and IR studies (Manning and Schütze, 2002).
The basic assumption here is that queries existing in the same query session ful�ll the same (or strongly
related) search interest(s) in the user's search process. And so is true as often observed. In reality, users



often �nd the search results to his submitted query somewhatunsatisfactory, and thereafter reformulate
and resubmit the previous query, by either changing a portion of the words in the query or substituting it
with a lexically different but semantically related query.If the same reformulation pattern is statistically
signi�cant, they may compromise a same search interest.

Assume a set of extracted query sessionsS = f s1; s2; : : : ; sng and a set of distinct queriesQ =
f q1; q2; : : : ; qmg. If a queryqi appears in any of the query records in a query sessionsk , we sayqi 2 sk .
If two queriesqi andqj both appear in a same query sessionsk , we sayqi andqj are co-occurring insk

and there is a semantic relationship betweenqi andqj , noted as(qi ; qj ). The problem is simpli�ed as
measuring the strength of the relationship of(qi ; qj ). For example, in one query session, the user may
submit the sequence “apple juice” “dole” “orange juice”. Wecan identify 3 semantic relationships from
it, i.e. (apple juice; dole), (apple juice; orangejuice), and(dole; orange juice).

There are many statistical measures to measure the dependencies of two queries. Fonseca, et al. (Fon-
seca et al., 2005) used supports and con�dences to measure the statistical signi�cance of association
rules (of related queries). Huang, et al. (Huang et al., 2003) adopted the simple dependence measure
to calculate the similarities between query terms. The �rstapproach fails to consider the “true” statis-
tical correlations of queries (Brin et al., 1997), while thesecond measure was biased toward infrequent
queries. In view of the limitations of different measures, we investigate three other measures in our study,
i.e. collocation, weighted dependence, and mutual information. Collocation is widely applied in Natural
Language Processing researches to measure the probabilityof any arbitrary comibation of words (e.g.
bigrams). Dependence and mutual information are two famousstatistical measures that capture the un-
biased statistical signi�cance of item-to-item correlations. The equations for calculating these measures
are as follows.

N =
X

8sk 2 S

1 (1)

p(q) =

P
8sk 2 S; q2 sk

1

N
(2)

p(qi ; qj ) =

P
8sk 2 S; qi 2 sk ;qj 2 sk

1

N
(3)

Collocation : d(qi ; qj ) =
p(qi ; qj )

N
(4)

W eighted Dependence: d(qi ; qj ) = p(qi ; qj )log
p(qi ; qj )

p(qi )p(qj )
(5)

Mutual Information : d(qi ; qj ) =
X

X 2f qi ; �qi g

X

Y 2f qj ; �qj g

p(X; Y )log
p(X; Y )

p(X )p(Y )
(6)

Equation 1, 2 and 3 calculate the total number of query sessions, the probability of an arbitrary query
occurring, and the probability of an arbitrary pair of queries co-occurring respectively. Equation 4, 5
and 6 calculate the collocation, weighted dependence, and mutual information measures of any arbitrary
pair of queries respectively. It is notable that when calculating the mutual information score, we use the
probabilities of the presence/absence of queries, insteadof their probabilistic distribution throughout all
query sessions.

Due to the page limitation of this paper, we generally focus on the �rst statistical measure, i.e. colloca-
tion, in the following sections. However, we have also done empirical studies on the two other measures.
The conclusions drawn on the two other measures are more or less consistent with the one presented in
this paper.



Figure 1: A sample query network for selected queries. Edge weights are ignored.

In addition, due to unavoidable errors in segmenting query histories into query sessions, as well as
the famous query interest shift problem3, we need to discriminate between closely collocated queries
and remote queries. A query that is submitted after many reformulations should usually be less and less
semantically relevant to the initial query, with the time elapsing. This is particularly true when the query
session is exceptionally large. To tackle the above problem, in our implementation we adopt aN -gram
window. We consider only the queries collocated in a window (with sizeN ) in the same query session,
when measuring the relatedness between queries. In our experiment, we setN = 5. Since the average
size of query sessions is slightly less than 6, thus theN -gram window is effective mostly for very large
query sessions but not small ones.

5.3 Building Query networks

Once we are able to extract the queries and model the semanticrelatedness between queries, a (undi-
rected) query graphG = (V , E) is ready to be built. In the query graph, the nodesV represent distinct
queriesQ = f q1; q2; : : : ; qng. Nodes and queries are mapped one-on-one, and thereforeV and Q
can be used interchangeably. The edgesE represent the semantic relatedness between two arbitrary
queriesqi , qj . In addition, we set a minimum thresholdmin w for the weights of these edges (i.e. the
statistical signi�cance of the relatedness between the twoqueries); that is, we only keep those edges
f (qi ; qj ) j qi 2 Q; qj 2 Q; d(qi ; qj ) > min wg. See Section 5.2 for details on how to calculate the
statistical signi�cance of query relatedness.

In addition tomin w, we de�ne two other thresholds, i.e.� , min sup. We �lter away queries (as well
as their associated arcs) which appear in less than� users' query histories, so as to eliminate extremely
infrequent queries. In our observation (when� = 10), we found that such infrequent queries were often
misspellings of other queries, random strings or rarely known locations and domain names. Besides, we
remove those edges with an absolute number of occurrences less thanmin sup (i.e. a support factor of
3). In our experiment, we set empirically� = 10, min sup = 3 andmin w = 10� 7.

Finally after these steps, an undirected query network is generated. Figure 1 shows a sample query
network constructed from a small set of selected queries.

6 Small World Properties of Query Networks

Watts & Strogatz (Watts and Strogatz, 1998) identi�ed the famous small world properties of many real-
world networks in 1998. They noted that graphs could be classi�ed according to their clustering coef-

3In search processes, users sometimes tend to shift their search interests from their initial one gradually when they encounter
new search results.



�cient and their mean-shortest path lengths. While many random graphs exhibit a small shortest path
(varying typically as the logarithm of the number of nodes) they also usually have a small clustering coef-
�cient due to the stochastic nature of its generation process. Watts & Strogatz (Watts and Strogatz, 1998)
measured that in fact many real-world networks have a small mean-shortest path length but also a clus-
tering coef�cient signi�cantly higher than expected by purely random chance. They proposed a simple
model of random network with (i) a small average shortest path and (ii) a large clustering coef�cient.

We also observe that query networks might possess typical small world properties. In this section, we
investigate the network properties of query networks and study the differences between query networks
and random graphs with equal sizes. We construct query networks for a selected number of queries
from sample query logs. The sample query log set that we examined contains around 5 million query
records extracted from the AOL query log dataset. We randomly selected 989 distinct queries4 from
the sample. Hence the query network constructed from this sample query log consists of 989 nodes
and about 4846 edges. To compare its clustering coef�cient and mean-shortest path length to those of
comparable random networks, we build a random network with an equal size5. Then we calculate the
network statistics of the two comparable networks. The results are listed below.

Network n m CC L D
Query Network 989 4846 0.3495 2.52 7

Erdos-Renyi Network 989 4837 0.0106 2.34 6

Table 3: Statistics for the comparison between a query network and anErdos-Renyi random network.n is the total
number of nodes;m is the average number of links per node;CC is the clustering coef�cient;L is the average length of
shortest paths; andD is the diameter of the network.

From the above table, we observe the strong evidence that thequery network is a small world network.
The clustering coef�cient of the query network is signi�cantly higher than that of the Erdos-Renyi ran-
dom network with comparable size, while their mean-shortest path lengths are almost the same. Besides,
the network diameters of the two networks are also similar. All of these statistics reveal a typical small
world network. As small-world properties have been demonstrated in many real-world social (or phys-
ical) networks such as the World Wide Web and actor collaboration networks, my work demonstrates
that it also governs the network dynamics and topology in Websearch engine query logs, which is a new
discovery.

7 Identifying Community Structures in Query Networks

A Semantic Taxonomyin query logs is de�ned as a group of queries that are semantically related to
each other and characterize a single (or multiple but very similar/related) search interest(s). Intuitively,
if several queries belong to the same semantic taxonomy, it is highly likely that users may submit (some
or all of) them in same query sessions (though probably in different orders). Re�ected in the query
networks are the clusters of queries, in which the intra-cluster cohesiveness is signi�cantly higher than
that of inter-clusters. Queries in the same cluster are often connected, while there are few paths from
one cluster to another. Even if some of queries in the same cluster are not directly connected, it may be
possible to navigate from one of them to the other via only a few intermediate nodes, since the shortest
paths inside clusters are often quite “short”. This observation is also consistent with the discovery in
a previous section that query networks are typically small world networks. Given this conclusion, we
propose to �nd the communities in query networks that incorporate these micro-structures of semantic
taxonomies.

In the context of networks,community structures are groups of nodes which are more densely inter-
connected with each other than with the rest of the network. Nodes within a community are much more
likely to be connected with another node in the community than with a node outside the community. This
inhomogeneity suggests that the network has certain natural divisions within it. Community structures

4To eliminate extremely infrequent, biased or erroneous queries, we keep only the queries with frequencies higher than 50.
5Since we generated the random network with Erdos-Renyi model, the exact number of edges could be slightly different

from the number of edges existing in the original query network.



are quite common in real social networks. Social networks often include community groups (the origin
of the term, in fact) based on common location, interests, occupation, communication, family relation-
ships, etc. Metabolic networks have communities based on functional groupings. Citation networks form
communities by research topic. In our query networks, we believe that communities are formed by dif-
ferent search interests. Therefore being able to identify these sub-structures within a query network can
provide insights into the topology of query networks and howusers formulate search queries and submit
them. Hence, it is feasible to �nd such communities and use them to represent users' search interests
associated with speci�ed input queries.

Community structures are often considered as a partition ofsocial networks. Since communities in
query networks are representative of semantic groups in query networks, we can also consider those
communities as a partition of the entire query taxonomy, or aclassi�cation of the entire repository of
search interests (though in this sense a perfect classi�cation might be dif�cult). With the identi�ed
semantic taxonomies, we may be able to match a given input query to its closest semantic taxonomy (if
any). In addition, we can �nd other queries in the same semantic taxonomy that are strongly related to
the input query. The relevancies can be ranked according to the cumulative weights of the shortest path
between the target query and the input query. The discoveredrelated queries can be used in many tasks,
such as query expansion, search optimization, synonym detection, thesaurus construction, etc.

For identifying community structures (and thus semantic taxonomies) in query networks, we mainly
adopt the community detection algorithm proposed by Clauset et al. (Clauset et al., 2004). The algorithm
is to its nature a hierarchical agglomerative clustering algorithm. It �rst de�nes the measure of modularity
to capture the relative cohesiveness of any arbitrary communities. If the community is of high relative
cohesiveness (and thus high modularity), it is very likely that the community might compromise as
a good partition of the network. If high values of the modularity correspond to good divisions of a
network into communities, then one should be able to �nd suchgood divisions by searching through the
possible candidates for ones with high modularity. While �nding the global maximum modularity over
all possible divisions seems hard in general, reasonably good solutions can be found with approximate
optimization techniques.

Figure 2 illustrates several semantic taxonomies (i.e. communities) extracted from a very large query
graph (consisting of 39462 queries) constructed from a sample of 20 million query records.

8 Experimental Evaluation

In this section, we conduct experiments in which we implement our model and a rivalry model (Fonseca
et al., 2005). The entire AOL query log data set is split into two parts with equal sizes. Competitive
models are run on the �rst part of the dataset and related queries are extracted respectively. A set of test
queries are randomly selected from the second part of the query log and predictions are made based on
the previous outcomes. Performances of the two models are then compared.

8.1 Evaluation Setup and Measure

To compare our model against the rivalry model (Fonseca et al., 2005), we extract the related queries
in the same semantic taxonomy given an initial input query, rank these queries and and measure the
relevancy of the result in terms of precision and recall.

Given an test input query, our system �nds the matching semantic taxonomy containing that query and
extract its neighbors in the taxonomy. Those neighbors are considered as semantically related queries to
the input query. Their relatedness is ranked according to the length of their shortest paths to the node
representing the input query. We quantify the performance of retrieving related queries using average
precision rate. Assuming there areN test input queries, every test input-queryqi retrieves a set of queries
Ri that are suggested as related queries. And if we have a manually classi�ed set of related queriesOi ,
we can then calculate the precision and recall rates with thefollowing equations.

However in reality, it is very dif�cult to obtain all truly relevant queries to a given input query, as there
are virtually enormous queries in the query log and it is almost impossible to evaluate their relevancies
manually. Besides, in web searches, it is the precision of retrieved related queries and given query



Figure 2: Sample semantic taxonomies identi�ed from a query network with 39462 queries

suggestions that affect users' evaluation of search performance mostly (Huang et al., 2003). Besides,
in query recommendation and other tasks, the number of returned queries is usually limited, e.g. 5 or
10. With a limited answer setRi and an extremely large true relevant setOi , usually a higher precision
means higher recall rate as well.

Therefore in our experiment, we adopt mainly precision rateto quantify the performance of compara-
tive models. The following equation calculates the precision rate for the entire test result set:

p =
1
N

NX

i =1

jRi \ Oi j
jRi j

(7)

The test query set consists of 100 test queries which are selected from all queries that appear in at
least 50 different users' query histories. This ensures that the selected queries are (relatively) frequent
enough to have signi�cantly number of related queries. The selection of 100 test queries are not entirely
random, but rather the probability of each individual querybeing selected is proportional to its relative
frequency (de�ned as the number of query sessions it occurs in divided by the total number of query
sessions available). Thus each candidate query, assuming that its frequency isf i , has a probability100f iP

f i
of being selected. Such a mechanism ensures that both frequent and (relatively) infrequent queries are
included equally in the test set.

8.2 Experimental Result

In this section, we present the experimental results in terms of precisions. We choose the “concept-based
relevant query extraction” model (Fonseca et al., 2005) as our baseline model, because it constructs
simple query networks and detects cliques to represent “concepts”, which is comparable to our approach.

A human annotator was invited for manually evaluating the retrieved related queries. A retrieved query
will be classi�ed as belonging to the same semantic taxonomyas the input query, only if the relationship
between the two queries falls saliently into any of the four categories: (1) synonym, (2) specialization,



(3) generalization, and (4) association (Fonseca et al., 2005). A query is �nalized as being related if at
least two of the three annotators agreed on its relatedness.

Table 4 and Figure 3 present the experimental result after running the two comparative models on
the test queries. Precisions are calculated for top1, 5, 10 and20 retrieved queries respectively6. We
may conclude from the results that the Semantic Taxonomy model signi�cantly outperforms the baseline
model, which proves its effectiveness.

Models CM STM Performance Gain
Rates p% p% p%+ P-value
top 1 queries 88.0 90.0 2.0 0.044
top 5 queries 78.4 83.2 4.8 0.01
top 10 queries 66.8 77.3 10.5 0.008
top 20 queries 55.2 68.9 13.7 10� 4

Table 4: Performances of our model and the baseline. P-value is the statistical signi�cance.CM: the concept-based model
(baseline);STM: our Semantic Taxonomy model.

Figure 3: Graphic representation of the precision rates measuring the performances of two models.

9 Summary

In this paper, we segment users' query histories into query sessions and measure the semantic relatedness
using several statistical measures including collocation, weighted dependence and mutual information7,
of queries co-occurring in these query sessions. We build anundirected network of queries based on
the modeled semantic relatedness between queries. Such a query network consists of queries as nodes
and the semantic relatedness between queries as edges. We examine the properties of constructed query
networks and conclude that query networks are typical smallworld networks. We also propose to �nd
community structures in the query networks that are potentially capable of representing users' underlying
search interests. We de�ne such identi�ed community structures as semantic taxonomies representing
query concepts, which can be used for diverse NLP and IR tasks.
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