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ABSTRACT
This paper assesses the benefits of hybridization on the accuracy and efficiency of high-order
discontinuous Galerkin (DG) discretizations. Two hybridized methods are considered in addition
to DG: hybridized DG (HDG) and embedded DG (EDG). These methods offer memory and com-
putational time savings by introducing trace degrees of freedom on faces that become the
only globally-coupled unknowns. To mitigate the effects of solution singularities on accuracy,
the methods are compared in an adaptive setting on meshes optimised for the accurate pre-
diction of chosen scalar outputs. Compressible flow results for the Euler and Reynolds-averaged
Navier-Stokes equations demonstrate that the hybridized methods offer cost savings relative to
DG in memory and computational time. In addition, for the cases tested, EDG yields the lowest
error levels for a given number of degrees of freedom. These benefits disappear on uniformly-
refined meshes, indicating the importance of using order-optimised meshes when comparing the
discretizations.
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1. Introduction

Although discontinuous Galerkin (DG) methods
(Reed and Hill 1973; Cockburn and Shu 2001)
have enabled high-order accurate computational fluid
dynamics simulations, their memory footprint and
computational costs remain large. In addition to
advances in solvers and preconditioning strategies
(Franciolini, Fidkowski, and Crivellini 2018), another
approach for reducing the expense of DG is modify-
ing the discretization to reduce the number of glob-
ally coupled degrees of freedom. This reduces the
computational time required by the global solver and
the memory footprint of the Jacobian matrix. In the
present work, we compare accuracy and cost trade-
offs of two such modifications, both in the category of
hybridized DG, in the context of output prediction on
optimised meshes.

Hybridization of DG (Cockburn, Gopalakrish-
nan, and Lazarov 2009; Nguyen, Peraire, and Cock-
burn 2009) modifies the DG discretization to reduce
its computational and memory expense for a given
mesh. The high cost of DG arises from the cou-
pling of the degrees of freedom used to approximate
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an element-wise discontinuous high-order polynomial
solution: the residuals inside one element depend on
the states on neighbouring elements. This coupling
increases the memory requirements for solvers that
store the residual Jacobian matrix, in entirety or por-
tions there-of, even with an element-compact sten-
cil. Hybridized discontinuous Galerkin (HDG) meth-
ods reduce the number of globally-coupled degrees of
freedom by decoupling element solution approxima-
tions from each other. Instead, elemental degrees of
freedom are linked to new face degrees of freedom
through fluxes. Through a static condensation proce-
dure, these face unknowns become the only globally-
coupled degrees of freedom in the system. Since the
number of face unknowns scales as pdim−1 compared
to the pdim scaling for elements, HDGmethods can be
computationally cheaper and use less memory com-
pared to DG. The embedded discontinuous Galerkin
(EDG)method (Peraire, Nguyen, and Cockburn 2011;
Fernandez, Nguyen, and Peraire 2017) employs a con-
tinuous face approximation space, further reducing
the number of globally-coupled degrees of freedom.
However, in both HDG and EDG, extra computations
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must be performed to create the statically-condensed
system, and to back-solve for the element unknowns
after the solution of the face unknowns.

High-order accurate methods are generally advan-
tageous for problems in which the solutions are
smooth. Shocks and other singular features, such
as trailing edges and boundary layers in Reynolds-
averaged simulations, do not generally lend themselves
to efficient approximation with high-order polynomi-
als. More beneficial for such features is h-adaptation,
in which the mesh is refined to resolve the flow
in these areas (Venkatakrishnan et al. 2003). Deter-
mining the proper balance of high order and h-
adaptation is the central question of hp-adaptivemeth-
ods (Burgess andMavriplis 2011; Woopen et al. 2014).
Much work has been done in adaptive methods that
deliver the highest accuracy with the lowest cost, par-
ticularly in goal-oriented techniques (Becker and Ran-
nacher 2001; Venditti and Darmofal 2003; Fidkowski
and Darmofal 2011; Yano 2012).

This work compares DG, HDG, and EDG in terms
of cost and accuracy on output-based adapted meshes.
The use of adapted meshes allows for the realisation
of high-order accuracy with increasing p, as otherwise
singular features would pollute the results and set the
convergence rate. Previous works have compared stan-
dard and hybridizedDGmethods (Woopen et al. 2014;
Fidkowski 2016a), and the differentiating contribu-
tions of this work are (1) the consideration of EDG
in addition to HDG, and (2) the use of meshes cre-
ated by an output-based optimisation procedure that
minimises numerical errors for a particular order and
target cost.

2. Discretization

We consider the steady-state, compressible, Navier-
Stokes equations,

∇ · �H(u,∇u) + S(u,∇u) = 0, (1)

where u ∈ R
s = [ρ, ρ�v, ρE, ρν̃]T is the conservative

state vector of rank s, consisting of density, momen-
tum, total energy, and turbulent viscosity components,
�H(u,∇u) = �F(u) + �Gvisc(u,∇u) is the total flux, con-
sisting of the convective and viscous components, and
S(u,∇u) is a source term that is used when modelling
turbulent flow. We note that boldface denotes a state
vector, whereas the arrow denotes a spatial vector. The
viscous flux is assumed linear in the state gradients,
Gi(u,∇u) = −Kij(u)∂ju, where Kij is the diffusivity
tensor (Fidkowski 2007).

2.1. Discontinuous Galerkin (DG)

Denote by Th the set of Nelem elements in a non-
overlapping tessellation of the computational domain,
�. As shown in Figure 1(a), in DG, the state is
approximated by polynomials of order p on each ele-
ment, with no continuity constraints across elements.
Formally, uh ∈ Vh = [Vh]s, where Vh = {u ∈ L2(�) :
u|�e ∈ Pp ∀ �e ∈ Th}, and Pp denotes polynomials
of maximum order p on the reference space of ele-
ment �e. The weak form of (1) follows from mul-
tiplying the equation by test functions in the same
space, integrating by parts, and coupling elements via
unique fluxes. The result states: find uh ∈ Vh such that
∀wh ∈ Vh,

−
∫

�e

∇wT
h · �H d� +

∫
∂�e

wT
h Ĥ · �n ds

−
∫

∂�e

∂iw+T
h K+

ij [[uh]] +
∫

�e

wTS(u,∇u) d� = 0,

(2)

where (·)T denotes transpose, (·)+, (·)− denote quan-
tities taken from the element or its neighbour, respec-
tively, [[·]] = (·)+ − ˆ(·), and ˆ(·) is the face average or
boundary value. Ĥ · �n denotes the numerical normal
flux on faces and includes the convective (upwind)
and diffusive (jump) stabilizations. We use the Roe
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Figure 1. Solution using standard and hybridized discontinuous Galerkin methods. (a) DG, (b) HDG and (c) EDG.
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approximate Riemann solver (Roe 1981) for the
convective flux, and the second form of Bassi and
Rebay (BR2) (Bassi and Rebay 2000) for the viscous
flux. Choosing a basis for the test and trial spaces yields
a system of nonlinear equations,R(U) = 0, whereU ∈
R
Nh is the discrete state vector of basis function coeffi-

cients,Nh is the number of unknowns, and R ∈ R
Nh is

the discrete steady residual vector function of the state.
The nonlinear system of equations is solved using the
Newton-Raphson method with pseudo-time continu-
ation and the generalised minimal residual (GMRES)
method, preconditioned with an element-block Jacobi
smoother (Fidkowski and Ceze 2016).

2.2. Hybridized and embedded discontinuous
Galerkin (HDG and EDG)

The starting point for a hybridized discretization
is the conversion of (1) to a system of first-order
equations,

�q − ∇u = �0, (3)

∂u
∂t

+ ∇ · �H(u, �q) + S(u, �q) = 0, (4)

where �q is an approximation of the state gradient.
Multiplying these equations by test functions �v ∈
[Vh]dim,w ∈ Vh and integrating by parts over an ele-
ment �e yields the weak form: find uh ∈ Vh, and �q ∈
[Vh]dim, such that ∀ �vh ∈ [Vh]dim and ∀ wh ∈ Vh,∫

�e

�vTh · �qh d� +
∫

�e

∇ · �vThuh d�

−
∫

∂�e

�vTh · �nûh ds = 0, (5)

∫
�e

wT
h
∂uh
∂t

d� −
∫

�e

∇wT
h · �H d�

+
∫

∂�e

wT
h Ĥ · �n ds +

∫
�e

wT
hS(uh, �qh) d� = 0,

(6)

where û is a new independent unknown: the state
approximated on faces of the mesh. Note that element
degrees of freedom are coupled to the face degrees
of freedom, but not to each other. The additional
unknowns call for additional equations, which come
from weak enforcement of flux continuity across

faces,∫
σf

μT{Ĥ · �n|L + Ĥ · �n|R} ds = 0 ∀ μ ∈ Mh. (7)

In this equation, Mh denotes the order-p approxima-
tion space on the faces σf ∈ Fh of the mesh: Mh =
[Mh]s, where Mh = {u ∈ L2(σf ) : u|σf ∈ Pp ∀ σf ∈
Fh}, and the subscripts L and R refer to the two sides
of a face. Note that Fh is the set of interior faces of
the mesh. As shown in Figure 1, both HDG and EDG
introduce ûh, with the difference that in EDG, the
approximation spaceMh is continuous atmesh nodes
(and edges in three dimensions). This leads to a large
reduction in global degrees of freedom, particularly at
low or moderate orders.

The fluxes in (6) depend only on the state and gra-
dient inside the element and the face state, Ĥ · �n =
�H(û, �q) · �n + τ (û, u, �n), where τ consists of a Roe-like
convective stabilisation and a BR2 viscous stabilisa-
tion (Fidkowski 2016a). The entropy fix in the Roe
flux and the jump-penalty term in BR2 are the same
in the hybridized and standardDGdiscretizations. For
the cases tested, no differences were observed in the
stability properties of the various solvers.

Choosing bases for the trial/test spaces in Equa-
tions (5), (6), (7) gives a nonlinear system of equations,
RQ = 0, RU = 0, R� = 0, with the Newton update
system

[
A B
C D

] ⎡
⎣�Q

�U
��

⎤
⎦ +

⎡
⎣RQ

RU

R�

⎤
⎦ =

⎡
⎣0
0
0

⎤
⎦ , (8)

where Q, U, and � are the discrete unknowns in the
approximation of �q, u, and û, respectively. [A,B;C,D]
is the primal Jacobianmatrix partitioned into element-
interior and interface unknown blocks. Note that A,
B, and C contain both Q and U components, and
A is element-wise block diagonal, and hence easily
invertible.

Statically condensing out the element-interior states
gives a smaller system for the face degrees of freedom,

K�� +
(
R� − CA−1

[
RQ;RU

])
= 0,

K ≡ D − CA−1B. (9)

This global system is solved using GMRES precon-
ditioned by a point-block Jacobi smoother, where a
‘point’ corresponds to a s × s block of unknowns
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associated with one degree of freedom. Following the
global solve for��, an element-local back-solve yields
the updates toQ and U.

2.3. Adjoint discretization

For a scalar output J, the discrete adjoint � is a vec-
tor of sensitivities of J to residual source perturbations,
and the associated adjoint equation is (∂R/∂U)T� +
(∂J/∂U)T = 0. For optimal output convergence and
accurate error estimates, the discretization and out-
put must be defined appropriately to ensure con-
sistency of the discrete adjoint with the continuous
adjoint (Lu 2005; Hartmann 2007). In the present
work, adjoint consistency has been verified through
output convergence studies and error effectivity tests
for all of the discretizations. We solve this equation
for the DG discretization, using the same precondi-
tioned GMRES approach as in the implicit primal
solver. When computed on a fine discretization space,
the adjoint provides a weight on residuals in a mea-
surement of output error.

2.4. Degrees of freedomandmatrix sparsity

On a given mesh, DG, HDG, and EDG will have dif-
ferent degree of freedom counts and residual Jacobian
sparsity patterns. Figure 2 presents an example of the
degree of freedom placement for p=2 approximation
on a ten-element triangular mesh. In HDG and EDG,
we do not introduce û on boundary faces, as the flux
there is computed in the same way as in DG. The
number ofmatrix nonzeros for EDG (177) is about half
that of HDG (330) and a sixths that of DG (1080).

3. Output error estimation

We use output-based error estimates computed from
adjoint solutions to drive anisotropic mesh adapta-
tion in the DG discretization. An adjoint solution can
be used to estimate the numerical error in the cor-
responding output of interest, J, through the adjoint-
weighted residual (Becker and Rannacher 2001; Fid-
kowski and Darmofal 2011). Let H denote a coarse/
current discretization space, and h a fine one, e.g.
obtained by increasing the approximation order by
one. Denote by UH

h the state injected from the coarse
to the fine space. Computing the fine-space resid-
ual with the injected state and weighting it by the
fine-space adjoint gives an estimate of the output
error between the coarse and fine spaces, Jh(UH

h ) −
Jh(Uh) ≈ −δ�T

hRh(UH
h ). For the fine space, we incre-

ment the approximation order by one on each element
and obtain the fine-space adjoint by solving exactly
on this fine space. We obtain δ�h an injection of
the coarse-space adjoint. The error estimates involv-
ing element residuals can be localised to element (e)
contributions, resulting in the error indicator Ee0 ≡
|δ�T

h,eRh,e(UH
h )|, where the subscript e denotes restric-

tion to element e. Note that the fine-space residual
on an element depends in general on neighbouring
states.

4. Adaptation

Estimates of the output error not only provide infor-
mation about the accuracy of a solution, but can
also drive mesh adaptation. A fair comparison of
high-order solution can only be made with meshes

C
ol
ou

ro
nl
in
e,
B/
W

in
pr
in
t

Figure 2. Degree of freedomplacement (blue = DG, red = HDG) and residual Jacobianmatrix sparsity patterns for a ten-elementmesh.
In EDG, face approximation unknowns are unique at nodes.
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optimised to a particular order. In the present work,
we assume that meshes optimised for the standard DG
discretization are close to optimal for both HDG and
EDG. We therefore generate an adapted sequence of
meshes for DG, using an optimisation algorithm pre-
sented in Fidkowski (2016b), which builds on thework
of Yano (Yano 2012). This algorithm is known asMesh
Optimization through Error Sampling and Synthesis

(MOESS). It relies on a Riemannian metric field to
encode information about the size and stretching of
mesh elements, and thus enables anisotropic refine-
ment.MOESS optimises themesh to equidistribute the
marginal error to cost ratio, where the error model is
specific to each element and is identified through a
sampling procedure. The references contain details of
this method.
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Figure 3. Inviscid flow: Mach contours and drag-adapted meshes for ∼ 4000 DG degrees of freedom. (a) Mach number contours, (b)
p= 1, (c) p= 2, (d) p= 3, (e) p= 4 and (f ) p= 5.
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Figure 4. Inviscid flow: drag error convergence on adapted meshes plotted against various cost measures. (a) Convergence with
elements, (b) Convergence with dof, (c) Convergence with CPU time and (d) Convergence with nnz.
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5. Results

5.1. Inviscid flow

The first test case consists of a NACA 0012 airfoil in
inviscid flow atM=0.5 and α = 2◦. Quintinc (Q=5)
elements approximate the geometry, and the farfield
is 100 chord lengths away from the airfoil. We con-
sider the prediction of drag using orders p=1−5. For
each order, we generate adapted meshes using DG
at five target degrees of freedom, 1k, 2k, 4k, 8k, and
16k. To minimise scatter in the results, five adapted
meshes from MOESS are used at each degree of free-
dom to generate an averaged output. Figure 3 shows
the Mach contours and several adapted meshes. The
key regions targeted for refinement are the leading
and trailing edges. Figure 4 presents the convergence
results of all three discretizations. Errors in the drag
coefficient, computed relative to a finer truth solution,
are shown versus several cost measures.Whereas EDG
shows larger errors at lower orders, the comparable
performance at higher orders combined with EDG’s
lower cost in memory (dof and Jacobian nonzeros)

and CPU time make it the most attractive method
considered.

To demonstrate the importance of comparing the
methods on adapted meshes, Figure 5 repeats the con-
vergence study on a sequence of uniformly-refined
meshes, starting fromone of the coarsest p=2 adapted
meshes. EDG now exhibits consistently higher errors,
even at high p, for which its lower cost cannot compen-
sate, with the result that HDG appears more attractive.
Adapted meshes must therefore be used to fully realise
the performance benefits of EDG.

5.2. Reynolds-averaged turbulent flow

The second test case consists of an RAE 2822 air-
foil in Reynolds-averaged turbulent flow at M=0.3,
α = 2◦, and Re = 105. The Spalart-Allmaras one
equation model with a negative viscosity correc-
tion (Allmaras, Johnson, and Spalart 2012) is used.
Quintinc (Q=5) elements approximate the geom-
etry, and the farfield is 100 chord lengths away
from the airfoil. We consider the prediction of drag
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Figure 5. Inviscid flow: drag error convergence on a uniform-refinement mesh sequence. (a) Convergence with elements, (b) Conver-
gence with dof, (c) Convergence with CPU time and (d) Convergence with nnz.
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Figure 6. RANSflow:Mach contours anddrag-adaptedmeshes, all shown for∼ 8000DGdegrees of freedom. (a)Machnumber contours,
(b) p= 1, (c) p= 2, (d) p= 3, (e) p= 4 and (f ) p= 5.
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Figure 7. RANS flow: drag error convergence on adaptedmeshes plotted against various costmeasures. (a) Convergencewith elements,
(b) Convergence with dof, (c) Convergence with CPU time and (d) Convergence with nnz.

using orders p=1−5. For each order, we generate
adapted meshes at 4k, 8k, 16k, 32k, and 64k dof.
Figure 6 shows theMach contours and several adapted
meshes. Figure 7 presents the drag convergence results.
As in the inviscid case, we see higher errors for
EDG at lower orders, which diminish at higher
orders and, once memory and CPU time costs are
factored in, make EDG again the most attractive
discretization.

6. Conclusions

This paper presents a comparison of standard and
hybridized discontinuous Galerkin (DG) methods on
output-based adapted meshes. Both hybrid (HDG)
and embedded (EDG) variants of DG are considered,
and these offer cost savings in globally-coupled
degrees of freedom and Jacobian size relative to
standard DG. EDG additionally eliminates duplicate
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degrees of freedom at nodes and yields a much smaller
system than DG and HDG. For the inviscid and
RANS cases tested, at moderate and high orders,
EDG delivers the lowest error versus memory and
computational time cost measures. Adapted meshes
are crucial to realising this advantage, which can disap-
pear on sub-optimal uniformly-refinedmeshes. Future
work will consider discretization-specific mesh opti-
misation algorithms, to further reduce the error levels
for a given cost.
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