
A survey on distributed estimation in high dimensional

problems
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1 Introduction

Big data sets are now common in multiple fields, and these have derived new statistical challenges (Fan
et al., 2014). In particular, the collection and processing of large amounts of information have created the
necessity of store data in a distributed manner, in which a single machine does not have access to all the
data available, but multiple machines have to collaborate in order to perform operations on these data.
On the other hand, parallel computing offers the possibility of improving the performance to process
data. Either because of the information is inherently distributed, as a result of the collection process or
storage constraints, or because it has been split in order to exploit parallel computations, it is necessary
to develop algorithms that are able to deal with distributed data in an efficient manner.

Distributed data posses many computational challenges. Firstly, it might be impossible to combine
the data on a single machine due to privacy, security or memory constraints. Communication costs
present also a challenge in distributed systems, since it can be inefficient to perform algorithms that
require multiple rounds of communications. In addition, bandwidth constraints in communication might
limit the amount of information that can be transfered between different machines on the system. With
these limitations in mind, efficient methods with good statistical guarantees are required to solve these
challenges.

In this project, we present a review of some distributed high dimensional problems. We focus on three
different situations: linear regression, generalized linear models and graphical models. These problems
have been extensively studied in the past years (see for example Bühlmann and Van De Geer (2011)),
and methods to deal with distributed scenarios have been recently proposed. We will observe that for
these problems with distributed data, it is possible to construct efficient distributed methods that enjoy
of similar statistical properties than methods that have access to all data at once.

1.1 Settings and notation

Throughout this manuscript, we follow the same notation as Battey et al. (2015), which we summarize
here for completeness. Let D =

{
(XT

1 , Y1), . . . , (XT
n , Yn)

}
, with Xi ∈ Rd and Yi ∈ Y. We assume that the

samples are distributed evenly into k different machines, so let D1, . . . ,Dk be disjoint subsets such that
D = ∪ki=1Di and |Di| = nk = n

k . Each machine i has access only to the data Di, and for any estimator

β̂, we denote by β̂(Di) to the estimate obtained by computing the estimator using the data available on
machine i. Let β be a certain parameter of interest and `i a particular loss function defined for the sample
(Xi, Yi). Let Pλ be a penalty function for the parameter β and certain value of λ ∈ R. The overall loss
function ` is then

`(β) =
1

n

n∑
i=1

`i(β),

and in high-dimensional settings, we are usually interested in solving a problem of the form

min
β
{`(β) + Pλ(β)} . (1)
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2 Exact distributed convex optimization

Many high dimensional problems of interest have the form of the optimization problem (1). It is possible
to solve the problem explicitly. The alternating direction method of multipliers (ADMM) provides a way
to perform distributed optimization (Boyd et al., 2011). The idea is to convert the problem (1) into
an equivalent one by adding variables, denoted by β(1), . . . , β(k), βλ, that will represent the parameter
estimated on each machine and the penalty, and equality constraints on these variables. This new problem
can be written as

min
β(1),...,β(k),βλ

1

k

 k∑
j=1

 1

|Dj |
∑
i∈Dj

`i(β
(j)) + Pλ(βλ)

 (2)

subject to β(j) − βλ = 0, j = 1, . . . , k. (3)

With this parametrization, following Boyd et al. (2011), we can write the updates of the ADMM as

β(j,t+1) = argmin
β

 1

|Dj |
∑
i∈Dj

`i(β
(j)) +

ρ

2
‖β − β(λ,t) + u(j,t)‖22

 , j = 1, . . . , k,

β(λ,t+1) = argmin
β

Pλ(β) +
kρ

2
‖β − 1

k

k∑
j=1

(
β(k,t+1) + u(k,t)

)
‖22


u(j,t+1) = u(j,t) + β(j,t+1) − β(λ,t+1), j = 1, . . . , k.,

where u(1,t), . . . , u(k,t) are dual variables introduced by the algorithm. Note that the first step is the only
one that depends on the data on each machine, and thus the optimization problem can be solved in
parallel on each machine j = 1, . . . , k. Then, after updating each β(j), the machines communicate to a
hub, in which steps 2 and 3 are performed and the new values of βλ and u(1), . . . , u(k) are sent back to the
local machines. As we can observe, this algorithm, has a high communication cost that is proportional to
the total number of iterations until convergence. It is shown in Boyd et al. (2011) that under assumptions
of convexity on the objective function and a saddle point in the Lagrangian of the problem, the algorithm
converges to the optimal solution as t → ∞. In practice, the number of iterations can be large, and as
the number of machines increases, the algorithm will take longer to converge.

3 Averaged debiased estimators

Distributed systems allow to perform multiple computations at the same time, which can be useful in
multiple scenarios. However, it comes at the expense of communication cost between the machines,
which can be the bottleneck of distributed procedures. Thus, algorithms that require a small number
of communications are preferred. In this section, we focus on algorithms that run in a single round of
communication, which reduces the communication cost to the minimum. The idea of these algorithm is
the following

1. On each subset of the data, compute an estimator β(Dj), j = 1, . . . , k.

2. Each machine sends the estimated β(Dj) to a central hub.

3. The central hub combines the estimators, usually by taking the average of them, and forms the
overall estimator β̂ = 1

k

∑k
j=1 β(Dj).

In high dimensional settings, the difficulty of the problem lies on producing a good estimator on the
first step that gives a good rate of convergence when these estimators are averaged. In this section, we
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will see that using debiased estimators, it is possible to perform distributed estimation with one shot
of communication, and the statistical properties are similar than the non-distributed estimator, while
gaining computational advantages.

3.1 Generalized likelihood framework

Suppose now that conditional on Xi, the variable Yi is distributed according to some distribution Fβ∗

with density fβ∗ , where β∗ ∈ Rd is an unknown parameter we look to estimate. In this case, the loss
function is the negative log-likelihood, given by

`i(β) = − log fβ(Yi|Xi).

There are many possible choices for the regularization function Pλ. In particular, the LASSO estimator
(Tibshirani, 1996) is a popular choice. However, the results of Battey et al. (2015) hold for a general class
of estimators that satisfy the following probability bound.

Condition 1. Denote by s the number of non-zero entries in β∗. For any δ ∈ (0, 1), λ �
√

log(d/δ)
n and

some C > 0, the estimator β̂λ satisfies

P

(
‖β̂λ − β∗‖1 > Cs

√
log(d/δ)

n

)
≤ δ. (4)

Note that the previous condition holds for the LASSO (see Lemma 6.10 of Bühlmann and Van De Geer
(2011)), but penalties such as SCAD and MCP also satisfy it. For the sake of simplicity, we focus on this
paper in the LASSO penalty.

The estimation procedure outlined before requires that on each machine, a suitable estimator is ob-
tained, which will be averaged on the central hub. Averaging will naturally help to reduce the estimation
variance, but not the bias. Convex regularization usually results in biased estimators with limiting dis-
tributions that are difficult to compute (Zhang and Huang, 2008). On the other hand, it is possible to
obtain unbiased estimator with non-convex penalties (for example, using ‖ · ‖0 instead of ‖ · ‖1 norm),
but the problem becomes computationally intractable. Thus, it is important to control the bias of the
estimator on each machine, in order to improve the rate of convergence on the central hub.

An approach to reduce the biassed of regularized estimators and to derive limited distributions is
debiasing. Several authors have proposed methods to obtain debiased estimators, that is, estimators in
which the bias term has a smaller order than the variance, and the limiting distribution can be obtained,
allowing to perform inference on the entries of β∗ (Zhang and Zhang, 2014; Javanmard and Montanari,
2014; Van de Geer et al., 2014). In two independent papers, Battey et al. (2015) and Lee et al. (2015)
proposed methods for distributed estimators based on the debiased LASSO proposed by Javanmard and
Montanari (2014). In both papers, the authors argue in favor of this debiased estimator because of their
construction, in which the asymptotic variance is optimized, and the conditions required are weaker.

3.1.1 Linear regression

We first study the linear regression case. Suppose that

Yi = Xiβ
∗ + εi,

where εi are i.i.d variables with mean zero and variance σ2.
The debiased LASSO is defined in the following way. For the subset Dj of the data, given an estimator

β̂λ(Dj) that satisfies Condition 1 (LASSO, for instance), the debiased lasso estimator is defined as

β̂d(Dj) = β̂λ(Dj) +
1

nk
M (j)X(j)T (Y (j) −X(j)β̂λ(Dj)), (5)
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with M (j) an estimator of Σ(j)−1
. Note that the first term on the right-hand side corresponds to the

original estimator, while the second term is a bias correction term. After this step, the estimator is not
sparse, but the bias is smaller, as we will show later.

Remark 1. Note that in the low-dimensional case, when M = Σ̂(j)−1

=
(

1
nX

(j)TX(j)
)

, it holds that

β̂d(Dj) = β̂λ(Dj) +
1

nk
Σ̂(j)−1

X(j)T (Y (j) −X(j)β̂λ(Dj))

= β̂OLS(Dj),

which is in fact an unbiased estimator, for which the distribution of the entries is known. In general, Σ̂
is not invertible, and the debiased LASSO will still have some bias.

To obtain an estimator of Σ(j)−1
, (Javanmard and Montanari, 2014) proposed to construct M (j) in

the following way

1. For each i = 1, . . . , d, obtain the vector m
(j)
i ∈ Rd as the solution of the following optimization

problem

m(j)
v = argmin

m
mT Σ̂(j)m (6)

s.t. ‖Σ̂(j)m− ev‖∞ ≤ ϑ1, (7)

‖X(j)m‖∞ ≤ ϑ2, (8)

with ev is the canonical vector (0, 0, . . . , 1, . . . , 0).

2. Form M (j) = (m
(j)
1 , . . . ,m

(j)
d )T .

Remark 2. Note that the debiased LASSO optimization problem is composed of three parts. According

to Javanmard and Montanari (2014), the variance of β̂λ(Dj)v is given by σ2m
(j)T
v Σ̂(j)m

(j)
v , and thus, the

objective function of (6) aims to minimize the variance of each entry of the debiased LASSO, which has
theoretical and practical consequences, as we will observe later. The constraint (7) makes M (j) to be close
to σ̂(j)−1

entrywise. Note that in particular, if ϑ1 = 0, then the only possible solution is M (j) = σ̂(j)−1
,

which might not exist. Therefore, ϑ1 should be a value that decreases a certain rate to keep this value
as small as possible in order to ensure the solution exists. Finally, equation 8 bounds uniformly the size
of the entries of M (j)X(j)T . This bound is required to ensure that the Lindeberg condition holds, as we
will see later in the proof. This condition is only required to ensure asymptotic normality, which will be
used later in constructing hypothesis tests. Note that the original formulation of the debiased LASSO in
Javanmard and Montanari (2014) does not require this third constraint (8), and in fact, the distributed
algorithm of Lee et al. (2015) does not require the constraint either. This constraint has been also used
for the debiased LASSO in other work (Zhao et al., 2014).

Given the debiased LASSO estimators on each machine, Battey et al. (2015) propose the averaged
estimator and a Wald test statistic for the individual parameters of β∗. In particular, the hypothesis of
interest is H0 : β∗v = βHv versus the alternative Ha : β∗v 6= βHv , with βHv ∈ R. The authors propose to use
the test statistic

S̄n =
√
n

1

k

n∑
j=1

β̂dv (Dj)− βHv
σ̄Q̂

(j)
v

, (9)

with Q̂
(j)
v =

(
m

(j)T
v Σ̂(j)m

(j)
v

)1/2
, and σ̄ an estimator of σ. In particular, the authors suggest to use the
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aggregated estimator defined by

σ̄2 =
1

k

k∑
j=1

σ̂2(Dj),

σ̂2(Dj) =
1

nk

∑
i∈Dj

(Y
(j)
i −X(j)T β̂λ(Dj))2.

In Lemma 3.4, the authors show that for λ �
√

log d
nk

and k = o(
√
n/(s log(d))), the estimator converges

with |σ̄ − σ| = oP(1). Note again that this estimator is only needed for testing.
One of the main contributions of Battey et al. (2015) is to derive the asymptotic normality of S̄n, which

allows to perform hypothesis testing. In order to derive the result, the authors require two conditions
about the distribution of the samples, which are stated next.

Condition 2 (Bounded eigenvalues). The sample pairs (Yi,Xi) are i.i.d. with Σ = Cov(Xi) satisfying
0 < Cmin ≤ λmin(Σ) ≤ λmax(Σ) ≤ Cmax, where λmin and λmax denote the smallest and largest eigenvalues.

Condition 3 (Subgaussian distribution). The variables Xi are sub-Gaussian with norm ‖Xi‖ψ2 ≤ κ.

Theorem 1. Suppose that conditions 1, 2, 2 hold and the errors in the regression model have a bounded
fourth moment (E

[
ε4
]
<∞). Setting the constants ϑ1 and ϑ2 to

ϑ1 �
√
k

log d

n
, ϑ2 = o

(
1√
n

)
,

if the number of machines k satisfies k = o
( √

n
s log d

)
, then for any v ∈ {1, . . . , d},

√
n

1

k

k∑
j=1

β̂dv (Dj)− β∗v
Q̂

(j)
v

 N(0, σ2)

as n→∞.

Note that the result of the theorem holds asymptotically with respect to k, which is a function
proportional to the total sample size n. The sketch of the proof is presented below.

Proof. The proof is based on the following steps

1. The rate for ϑ1 given in Theorem 1 makes the constraint (7) satisfiable.

2. The debiased LASSO can be separated in two terms, one of them has a more tractable distribution,
and the other is oP(1).

3. Using the decomposition given in the previous step, it is possible to show that the first term satisfies
the requirements of the Lindeberg-Feller central limit theorem, from which the result of Theorem 1
follows.

We now give a more detailed explanation.

1. To prove that the constraint is satisfiable, the authors use Lemma 6.2 of Javanmard and Montanari
(2014), that shows

P

(
‖Σ−1Σ̂(j) − I‖max ≥ a

√
log d

n

)
≤ 2

dc2
, (10)
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where c2 is a constant that depends on the subgaussian norm and the eigenvalue conditions. To prove
this result, Javanmard and Montanari (2014) decompose the matrix Σ−1Σ̂(j) into a sum of random
variables corresponding to each sample, and with that they are able to prove the concentration bound
using a Bernstein-type inequality for sub-exponential random variables given in Vershynin (2010).
Then, using a union bound, Battey et al. (2015) show that equation (10) holds with probability
smaller than 2k/dc

2
uniformly over all machines. This ensures that as long as k � dc2 the constraint

is satisfiable in all machines with high probability if ϑ1 �
√
k log d/n.

2. For this part, note that, from equation (5),

β̂d(Dj) = β̂λ(Dj) +
1

nk
M (j)X(j)T (X(j)β∗ −X(j)β̂λ(Dj)) +

1

nk
M (j)X(j)T ε(j)

=
(
I −M (j)Σ̂(j)

)
(β̂λ(Dj)− β∗) +

1

nk
M (j)X(j)T ε(j) + β∗,

where ε(j) is the vector of errors in the linear model for the data Dj . Denote the first term of the
previous equation by ∆(j), and note that

‖∆(j)‖∞ ≤ ‖M (j)Σ̂(j) − I‖max‖β̂λ(Dj)− β∗‖1 ≤ ϑ1‖β̂λ(Dj)− β∗‖1.

Now, considering the averaged debiased LASSO β̄d, and defining ∆ =
√
n 1
k

∑k
j=1 ∆(j), the authors

show that ‖∆‖∞ = oP(1). This result is based on the next facts

• As shown in Bühlmann and Van De Geer (2011) Lemma 6.10, for the LASSO, if λ = Cσ2
√

log d/nk,
then the lasso solution satisfies

P
(
‖β̂λ(Dj)− β∗‖21 >

Cs2 log(2d)

nk
+ t

)
≤ exp

(
− cnkt
s2σ2

)
.

• Each variable ∆(j) can be partitioned in three terms, by introducing an indicator random
variable that bounds ‖β̂λ(Dj) − β∗‖1. Thus, the first part ∆(1) is defined in the set in which
that variable is bounded, so Hoeffding’s inequality can be used. The second part corresponds
to a set in which that variable is unbounded, and Markov’s inequality gives an upper bound.
The third term correspond to the expectation of ∆. With this partition, it is possible to show
that

P
(
‖∆‖∞ > 3C

√
n
s log d

nk

)
≤ exp(−ckn) +

1

dc/2
. (11)

Rearranging the left hand side, it can be seen that in order to keep constant the lower bound
for ‖∆‖∞, then k = o(

√
n/(s log d)). Therefore, as shown in Theorem 7.2 of Battey et al.

(2015), √
n(β̄d − β∗) = Z + ∆,

with

Z =
1√
k

k∑
j=1

1

nk
M (j)X(j)T ε(j)

and ‖∆‖∞ = oP(1).

3. Given the previous decomposition of the averaged debiased LASSO, it is just left to show that Z
satisfies the requirements of the Lindeberg-Feller central limit theorem. Note that this theorem is
needed rather than the classical CLT, since on each machine, X(j) and M (j) are different, and we
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are considering the distribution given these quantities. Note that ε(j) is independent of them. Define

the variables V̄n and ξ
(j)
iv as

V̄n =

√
n

k

k∑
j=1

Z
(j)
v

Q̂(j)
=

k∑
j=1

∑
i∈Dj

m
(j)T
v X

(j)
i ε

(j)
i√

nm
(j)T
v Σ̂(j)m

(j)
v

=
k∑
j=1

∑
i∈Ij

ξ
(j)
iv .

First, note that E
[
ξ

(j)
iv |X

]
= 0, and that Var(V̄n|X) = σ2. The Lindeberg condition requires

lim
n→∞

1

σ2

k∑
j=1

∑
i∈Dj

E
[
(ξ

(j)
iv )21(|ξ(j)

iv | > tσ)|X
]

= 0, ∀t > 0. (12)

To prove this condition, the authors make use of the extra constraint (8) on the debiased LASSO
problem. Using this,

|ξ(j)
iv | ≤

|m(j)
v X

(j)
i ||ε

(j)
i |√

ncnk
≤
ϑ2|ε(j)i |√
ncnk

,

where {cnk} is a sequence such that lim infnk cnk > 0 is finite and cnk ≤ (m
(j)T
v Σ̂(j)m

(j)
v ) for all j

and v (the existence of this sequence is justified by Lemma A.1 based on a result from Zhao et al.
(2014)). Therefore,

E
[
(ξ

(j)
iv )21(|ξ(j)

iv | > tσ)|X
]

= E
[
(ξ

(j)
iv )21(|ε(j)i | > tσcnk

√
n

ϑ2
)|X
]

(13)

=
(m

(j)T
v X

(j)
i )2

nm
(j)T
v Σ̂(j)m

(j)
v

E
[
(ε

(j)
i )21(|ε(j)i | > tσcnk

√
n

ϑ2
)|X
]
. (14)

Now, note that after summing over all samples in machine j, the factor in (14) reduces to 1. On
the other hand, the expectation part does not depend in X anymore, hence

1

σ2

k∑
j=1

∑
i∈Dj

E
[
(ξ

(j)
iv )21(|ξ(j)

iv | > tσ)|X
]

=
1

σ2
E
[
(ε

(j)
i )21(|ε(j)i | > tσcnk

√
n

ϑ2
)|X
]

≤
E
[
|ε(j)i |2+η

]
(
tσcnk

√
n

ϑ2
)
)η . (15)

Note that by assumption, ϑ/
√
n = o(1). Therefore, if for some η > 0, E

[
|ε(j)i |2+η

]
< ∞, then

equation (15) is bounded, which automatically implies the Lindeberg condition (12). By the iter-
ated expectations law, the unconditional results also hold. The Lindeberg-Feller CLT implies the
asymptotic normality of the Z term, and Slutsky’s theorem the result of the Theorem 1 follows.

Remark 3. The main idea behind the proof is to split the debiased LASSO into two parts: bias and
variance. Note that averaging decreases the variance, and in fact, as can be seen in equation (14), the
variance does not depend in the way the data is split among the different machines. However, in order to
keep the bias small, the data available on each machine should be enough to make the error of the LASSO
small, and keep the bias controlled, as required in equation (11).

Remark 4. The rate of k given in the Theorem is slightly smaller than other rates given in the literature
for consistency of the estimator (see Lee et al. (2015) or Theorem (2) below). This is required because
the bias should convergence in probability to zero so Slutsky’s theorem can be used to prove the CLT.
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The result of Theorem 1 shows that the distributed estimator has similar properties than the non-
distributed one, since it converges in distribution with rate

√
n, the total number of samples. However,

compared with the LASSO, it has the disadvantage that the solution is not sparse. This fact has theo-
retical and practical consequences, as it affects the error rate ‖β̄d − β∗‖2 of the estimator, as well as the
interpretation of the coefficients. A solution to this problem, proposed independently by Battey et al.
(2015) and Lee et al. (2015) is to perform hard-thresholding on β̄d at a certain rate. That is, letting Tν be
the thresholding operator defined as (Tν(β))i = βi1(|βi| ≥ ν), it is possible to perform estimation with an
error rate similar to the non-distributed estimator, as shown in the next Theorem (Battey et al., 2015).

Theorem 2. Under conditions 1, 2 and 3, setting λ � ϑ1 �
√

log d/nk, ϑ2 = o(1/
√
n) and taking the

hard-thresholding parameter as

ν = C0

√
log d

n

for some C0, for k = O

(√
n

s2 log d

)
, for large d and n, it holds with high probability that

‖Tν(β̄d)− Tν(β̂d)‖2 ≤ C
s3/2k log d

n
, (16)

‖Tν(β̄d)− β∗‖∞ ≤ C

√
log d

n
, (17)

‖Tν(β̄d)− β∗‖2 ≤ C

√
s

log d

n
. (18)

The proof of the previous theorem follows by similar arguments than Theorem 1, in which the bias
and the variance are split. We refer to the details of the proof to Lee et al. (2015) or Battey et al. (2015).

Remark 5. Note that the rates given by Theorem 2 ensure that the order of the difference between the
distributed estimator compared to the non-distributed one (equation (16)) is smaller than the error of
the distributed estimator (equation (18)), provided that k is not very large. The error of this estimators
coincides with the classical results for the lasso and debiased lasso in the non-distributed setting (see
Bühlmann and Van De Geer (2011) or Javanmard and Montanari (2014)). Also note the slightly weaker
condition of k = O(

√
n/(s
√

log d)) compared to the condition in Theorem 1 of k = o(
√
n/(s log d)). This

stronger condition is natural given the fact that point estimation is a simpler problem than hypothesis
testing.

3.1.2 Generalized linear models

It is possible to extend the procedure described above to a general likelihood based framework. However,
it requires to construct a different type of debiased estimator. In particular, Van de Geer et al. (2014)
proposed a more general class of debiased estimators of the form

β̂d = βλ − Θ̂∇`(β̂λ). (19)

Note that this generic form of the estimator is analogous to the one in equation (5). However, Van de
Geer et al. (2014) proposed a general way to estimate Θ̂, based on the nodewise LASSO proposed by
Meinshausen and Bühlmann (2006). For brevity, we refer to Battey et al. (2015) for the details of the
construction of Θ̂.

As in the case of linear regression, it is possible to perform testing. Here, some additional conditions
are required.

8



Distributed estimation in high dimensional problems April 2017

Condition 4. Let J∗ = ∇β,β`(β∗) Then,

(i) λmin(J∗) ≤ Lmin > 0.

(ii) maxi=1,...,n |Xiβ
∗| ≤M and maxi=1,...,n ‖Xi‖∞ ≤M for some M <∞.

As in Condition 1, it is also required that the estimator of Θ∗ = (J∗)−1 has a bounded error.

Condition 5. (i) minv Θ∗vv > θmin > 0.

(ii) max ‖XiΘ
∗‖∞M .

(iii) For v = 1, . . . , d, setting λ �
√

log d/nk,

P
(
‖Θ̂v −Θ∗‖1 ≥ Cs1

√
log d/n

)
≤ 1

d
,

where s1 � ‖Θ∗v‖0 is a bound of the maximum degree (non-zeros on each row) of Θ∗.

An analogous theorem than 1 is presented next, which corresponds to Theorem 3.8 in Battey et al.
(2015). Using again the Lindeberg-Feller CLT, it results in the asymptotic normality of the estimator.

Theorem 3. The following result holds under conditions 2, 4 and 5, setting λ �
√

log d/nk, and with

k � d satisfying k = o
( √

n
max{s,s1} log d

)
,

β̄dv − β∗d =
−1

k

k∑
j=1

Θ̂(j)T
v ∇`(j)(β∗) + oP

(
1√
n

)
.

Remark 6. The conditions of the previous theorem are very similar to the linear regression case. However,
since estimating Θ is a harder problem, it requires to add an extra s1 in the denominator of the rate of
k. That is, the number of non-zeros in the rows of Θ also affect the difficulty of the problem.

3.2 Graphical models

We observed in the previous sections that the idea of combining debiased estimators by averaging is very
useful in high-dimensional settings. In this section, we will study the problem of estimating a graphical
model from a set of distributed samples. Here, we only consider the samples D = {X1, . . . ,Xn} that are
distributed in the same way as explained in Section 1.1. Our goal is to estimate the inverse covariance
matrix Θ∗ = Σ−1. When the data X is distributed as N(0,Σ), this matrix encodes the conditional
independence between variables. In particular, the matrix can be represented as a graph in which a zero
entry on Θ∗, say Θ∗uv, can be represented with the abscence of an edge between nodes u and v, and
has the meaning of conditional independence of the variables u and v, given the rest of the variables
{1, . . . , d} \ {u, v}. Thus, estimating the non-zero entries of Θ∗ is an important statistical problem.

One of the particular challenges that arises in distributed matrix estimation is the communication
cost in terms of the bandwidth, that is, the number of entries required to be sent from one machine to
another. Usually, distributed datasets in high-dimensional problems have a large number of variables d,
which makes infeasible to transfer or store the data into one machine. Note that the precision matrix
has O(d2) different entries, and constructing an estimator that requires to transfer a similar number of
entries can be even more expensive than communicating all the samples to a central hub, which requires
to transfer nkd, and this number is usually much smaller than d2. Thus, in this section we consider an
additional bandwidth constraint B that measures the total number of entries that are communicated from
one machine to another.

9
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Remark 7. Note that if the bandwidth constraint is not present, a naive algorithm based on commu-
nicating Σ̂(j) to a central hub will perform equally as good as the non-distributed estimator. However,
as mentioned, this can be even more expensive than communicating the full data from one machine to
another.

To solve the bandwidth issue, Arroyo and Hou (2016) proposed to perform an additional local thresh-
olding step on each machine, in order to obtain an estimator that has at most B non-zero entries. This
threshold should be selected carefully, in order to ensure that the less significant entries are set to zero.

Constructing a regularized estimator of Θ∗ is a popular problem in statistics (see for example, Mein-
shausen and Bühlmann (2006), Banerjee et al. (2008) or Bühlmann and Van De Geer (2011)). The
graphical LASSO is a popular choice, which as in the GLM case, it estimates Θ∗ from the penalized
loglikelihood function.

Θ̂λ = argmin
Θ�0

{
Tr
(

ΘΣ̂
)
− log det Θ + λ‖Θ‖1,off

}
,

with ‖Θ‖1,off =
∑

i 6=j |Θij |.
It is possible to construct a debiased estimator for Θ∗ given the solution Θλ, in a similar fashion than

equations (5) and (19). In particular, following this later formula, note that assuming a normal model for
the data, ∇`(Θ) = Σ̂ − Θ−1 and ∇2`(Θ) = Θ−1 ⊗ Θ−1. Therefore, it is possible to define the debiased
graphical LASSO estimator as

Θ̂d = Θ̂λ + Θ̂λ
(

(Θ̂λ)−1 − Σ̂
)

Θ̂λ (20)

= 2Θ̂λ − Θ̂λΣ̂Θ̂λ. (21)

Note that, as opposed to the previous cases, once the graphical LASSO estimator is obtained, there is a
direct formula to calculated the debiased estimator, and there is no need of solving a further optimization
problem like (6). However, the graphical LASSO is a computationally more expensive problem than the
LASSO. The estimator (20) was studied by Janková et al. (2015) in the context of inference for Θ∗.
In that papers, the authors are able to show asymptotic normality of the debiased GLASSO under the
following conditions.

Condition 6. Let S be the set of non-zero entries of Θ∗

(i) Irrepresentability: Let Γ = Θ−1∗ ⊗Θ−1∗. maxe∈SC ‖ΓeS(ΓSS)−1‖1 ≤ α for some α ∈ [0, 1).

(ii) ‖Σ‖max and ‖Γ‖max are uniformly bounded, with ‖ · ‖ the `∞ operator norm.

Note that the irrepresentability condition is common for model selection in high-dimensional problems.
However, it has been criticized for being very restrictive (Ravikumar et al., 2011).

The algorithm to perform distributed estimation for the inverse covariance matrix is as follows. On
each subset of the data Dj ,

1. Obtain the graphical LASSO estimator

Θ̂λ(Dj) = argmin
Θ�0

{
Tr
(

ΘΣ̂(j)
)
− log det Θ + λ‖Θ‖1,off

}
,

2. Calculate the debiased estimator

Θ̂d(Dj) = 2Θ̂λ(Dj)− Θ̂λ(Dj)Σ̂(j)Θ̂λ(Dj).

3. Obtain an estimator σ̂uv for the variance of Θ̂d(Dj)uv. A consistent estimator proposed by Javan-
mard and Montanari (2014) is given by σ̂2 = Θ̂λ

uuΘ̂λ
vv + (Θ̂λ

uv)
2.
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4. Select ρ a threshold such that

Θ̂d,ρ
uv (Dj) = Θ̂d

uv(Dj)I(|Θ̂d
uv(Dj)| > ρσ̂uv), ‖Θ̂d,ρ(Dj)‖0 ≤ B.

Once the estimator Θ̂d,ρ(Dj) is obtained on each machine, the central hub combines these estimators by
averaging and thresholding at level τ ,

Θ̄d =
1

k

k∑
j=1

Θ̂d,ρ(Dj).

Tτ (Θ̄d)uv = Θ̄d
uvI(|Θ̄d

uv > τσuv).

With this estimator, it is possible to show the next theorem, which is analogous to Theorem 2.

Theorem 4. Suppose that conditions 2, 3 and 6 hold. Set λ �
√

log d/nk and τ �
√

log d/n. If the next
condition holds,

ηmin = min
(i,g)∈S

|Θij |
σij

= Ω(
√

log d/nk),

then, there is c(0, 1] such that with a bandwidth B = Ω(p2−c), the method satisfies

• Correct support recovery with high probability

P(S(Tτ (Θ̄d)) = S(Θ∗)) = 1− c/d.

• Error bound

‖Tτ (Θ̄d)−Θ∗‖∞ = OP

(
max

{√
log d

n

}
,
s1k log d

n

)
,

‖Tτ (Θ̄d)−Θ∗‖2 = OP

(
max

{√
(s+ p) log d

n

}
,
s1k log d

n

)
,

The proof of the theorem follows once again the idea of splitting the estimator into two terms, bias
and variance, and controlling each one separately. This can be done using the results of Javanmard
and Montanari (2014). In addition, to control for the bandwidth constraint, it is necessary to bound
the probability of false negatives on each machine and bound the number of false positives. Given the
asymptotic normality, it is possible to control this using the condition (4).

Remark 8. The previous theorem shows that the error rate of the distributed estimator is the same as
the non-distributed one, given that the number of machines is k = O(

√
n/(s2

1 log d)). This is exactly the
same rate achieve on Theorem 2. Moreover, the theorem ensures that this is possible with only O(p2−c)
being communicated on each machine, thus achieving a cheaper communication cost.

A recent work from Xu et al. (2016) proposes a similar distributed algorithm than the one presented
above to estimate transelliptical graphical models, which are a more general class than the Gaussian
graphical models. The algorithm presented there makes use of a different debiased estimator proposed in
Janková and van de Geer (2016).

3.3 Other statistical problems

As we observed in the previous sections, distributed data sets arise new statistical challenges. Particularly,
it is important to carefully control the bias of the estimator on each machine, since averaging will only
decrease the variance. This idea of debiasing has been also used in other contexts, such as regularized
discriminant analysis (Tian and Gu, 2016). In the context of low-dimensional Principal Component
Analysis (PCA), averaging strategies have been also studied (Fan et al., 2017). Distributed datasets open
new statistical challenges that will be addressed in the future years.
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4 Discussion

As we observed through this short survey, distributed estimation with a single round of communication
is possible and has some nice statistical guarantees as long as the data is not split too fast. Parallel
algorithms can offer computational capabilities that can handle large datasets. The main challenge in
distributed estimation with one round of communication is to control the bias on each machine, but this
can be done using a debiasing procedure. This technique can be potentially applied to other statistical
problems, such as sparse principal component analysis, network modeling, etc.
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