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Abstract

Over the past decades, machine learning has become a very popular tool for
analyzing financial data. The problem of determining optimal trading actions has
been explored by many groups and a variety of techniques have been developed
or adapted from other domains for this topic. However, it is still an unsolved
challenge due to the massive complexity of the stock market and density of trading
data. In this paper, we investigate two different trading strategies - single asset
trading task and portfolio management task with four reinforcement learning
methods including Deep Q-Network, Double Deep Q-Network, Policy Gradient
and Deep Deterministic Policy Gradient. We adapt these four reinforcement
learning algorithms and test their performances in stock market trading games
under different market environments. The paper could potentially help smaller
individual investors make better trading decisions, and could even be applied to
trading in other financial products such as bonds, etc.

1 Introduction

Given the sheer volume of money present in the stock market, finding a good stock trading policy has
the potential to result in a great deal of financial gain. The problem that we would like to explore
is finding an optimal stock trading policy. That is, given data on stock prices, we want to find a
way to determine an optimal buy/sell strategy that will maximize returns. A lot of work in this area
is proprietary and limited to trading firms, and traditional reinforcement learning methods such as
portfolio optimization and Markov decision process can be complicated and impractical to implement
without significant resources (1). However, reinforcement algorithms like Q-learning and policy
gradient that incorporate deep learning can solve difficult problems of correlating to immediate
actions with delayed returns like stock market trading. In 2016, Booth (2) implemented an effective
algorithm to train the agent to learn trading in stock market. The objective is to ensure the capability
of reading tape, and this approach implements a Deep Q-Network (DQN) for the training agent,
where the architecture is based on a 2-layer network. This algorithm is able to make decision of
whether to hold, buy or short in complex market trading environments.

Most deep reinforcement learning approaches use some variations of DQN, but these approaches
sometimes overestimate action value in training under certain cases. To overcome the deficiency,
an improved algorithm of deep reinforcement learning based on Q-learning called Double Deep
Q-Network (DDQN) was proposed in (3). The authors show that not only does DDQN reduce the
observed overestimation, but it also leads to better performance as well when used to learn how to
play a wide range of Atari games. Furthermore, another refinement, called Dueling Double DQNs,
is also able to overcome the overestimation problem as well (4). Dueling DDQN provides a more
robust Q-network with two streams to separately estimate state-value for each action, and is one of
the state of the art algorithms right now. The Q-value based algorithms usually outperform in discrete
action space, e.g. single asset trading task.



Compared to the Q-value based algorithms, policy-based reinforcement learning algorithms have
better convergence properties and are more effective in high-dimensional or continuous action space,
e.g. portfolio management task. Policy Gradient (PG) or Vanilla Policy Gradient, proposed by
Sutton et al. (5), relies upon optimizing parametrized stochastic policies with respect to the expected
return by gradient descent. The policy can be represented by a neural network whose input is
a representation of the state, whose output is action selection probabilities, and whose weights
are the policy parameters (5). Instead of using stochastic policies, Lillicrap et al. (12) propose a
Deep Deterministic Policy Gradient (DDPG) algorithm for reinforcement learning with continuous
actions. The deep deterministic policy gradient can be estimated much more efficiently than the usual
stochastic policy gradient (6). Other variations of policy gradient methods like Trust Region Policy
Optimization and Proximal Policy Optimization can be also found in (7; 8).

Figure 1: The Q-value based RL methods including DQN and DDQN perform better in discrete
action space (single-asset trading task). The policy based RL methods like PG and DDPG perform
better in continuous action space (portfolio management task).

This paper is organized into five sections. In Section 2 and Section 3, we review two different
trading strategies - single asset trading task and portfolio management task with four reinforcement
algorithms DQN, DDQN, PG and DDPG. The descriptions of dataset and experiments using the
four algorithms under the two strategies are discussed in Section 4. We also present plots of the
performance from the experiments. We conclude with a discussion of the results and directions for
future research in Section 5.

2 Single Asset Trading

We propose to approach the stock trading strategy problem using a deep reinforcement learning
approach, and our goal is to train an agent to learn an optimal buy/sell policy (or as close to it as
possible) using real financial data. Specifically, we want to apply DQN and DDQN, which have been
shown to achieve good performance in decision making for playing many kinds of Atari games, to
stock market trading (3).

2.1 Problem Definition

In the single asset trading problem, the agent’s portfolio only has one stock, and the problem can be
formulated using a classic Markov Decision Process. At any given point, the state St is represented
as an array of this stock features including open, close, high, low price and volume. The discrete
action space consists of three actions At: BUY, SELL and HOLD. The total reward at time T , given
the discount rate γ, is

RT =

T∑
t=1

γtRt(St, At), (1)

where Rt is the reward function.

2.2 Methods

The idea of implementing double DQN is because it addresses a key weakness of Q-learning where it
overestimates action values under certain conditions. It is an improving algorithm based on DQN and
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double Q-learning algorithm. Hence, to better understand double DQN approach, understanding of
DQN and double Q-learning is a requirement.

2.2.1 Deep Q-Network

To solve sequential decision problem in stock marketing, DQN has provided a basic approach. Under
a given policy π, the true value of an action a in a state s is

Qπ(s, a) ≡ E[R1 + γR2 + · · · |S0 = s,A0 = a, π], (2)

where γ ∈[0,1] is a factor that trades off the significance of immediate and later rewards. The optimal
value becomes Q∗(s, a) = maxπ Qπ(s, a). By selecting the highest-valued action in each state, we
can derive the optimal policy from the optimal values.Due to large problem data, the action values in
each states cannot be listed separately. Instead, we can learn the function Q(s,a; θt) .

In Q-learning, the update for the parameters after taking action At in state St is

θt+1 = θt + α(Y Qt −Q(St, At; θt))∇θtQ(St, At; θt), (3)
where α is a scalar step size, Rt+1 is the observed immediate reward, St+1 is the resulting state and
the target Y Qt is defined as

Y Qt ≡ Rt+1 + γmax
a

Q(St+1, a; θt). (4)

This standard Q-learning parameter update takes the current value Q(St, At; θt) towards a target
value Y Qt .

DQN is a multi-layered neural network that for a given status s outputs a vector of action values
Q(s,;θ), where θ are the parameters of the network. The target network with parameter θ− is the
same as the online network with parameters that are copied every τ steps from the online network
and kept fixed on other steps while updating the online network Q(s, a; θi) by gradient descent. So
that θ−t = θt. The gradient update at iteration i is

∇θiLi(θi) = Es,a,r,s′ [(Y
DQN
t −Q(s, a′; θi))∇θiQ(s, a; θi)], (5)

with
Y DQNt ≡ Rt+1 + γmax

a
Q(St+1, a; θ−t ). (6)

2.2.2 Double Deep Q-Network

Though DQN is widely implemented for various tasks, it uses the same values for both selecting
and evaluating an action, which can therefore cause it to overestimate values, hence resulting in
overoptimistic evaluations. The idea of implementing double Q-learning is that it has the capability
of reducing the overestimation by decomposing the max operation in the target into action selection
and action evaluation. Two value functions are learned to update two parameters in the algorithm, θ,
and θ′. These parameters are applied for greedy policy and for determining its own value. To better
compare the approach with DQN, we write the target of double Q-learning as

Y DoubleQLt ≡ Rt+1 + γQ(St+1, arg max
a

Q(St+1, a; θt); θ
′
t). (7)

It is clear that in Q-learning, we estimate the value of greedy policy by the current values. This is
the main reason that cause the overestimation. In double Q-learning, the deficiency is overcome that
the second set of weight θ′t are used to evaluate the value of greedy policy and can be updated by
switching the role of θ and θ′.

Although the DQN architecture has its limitations, it provides a natural candidate for the second value
function without introducing other networks. In order to maximize the benefit of double Q-learning
with keeping the DQN algorithm intact, double DQN is conducted for decision problem in stock
marketing. In progress of learning, the update is the same as DQN except the target Y DoubleDQNt is
written as

Y DoubleDQNt ≡ Rt+1 + γQ(St+1, arg max
a

Q(St+1, a; θt); θ
−
t ). (8)
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3 Portfolio Management

Portfolio management is the task of continuously reallocating a client’s wealth among a variety of
financial instruments with the intent of maximizing the return on investment while restraining the risk.
Following the outline presented in (9), we translate this problem into a Markov Decision Process and
attempt to solve with deep reinforcement learning.

3.1 Problem Definition

The agent’s portfolio consists of m risky assets (i.e. stocks) and 1 risk-free asset (i.e. cash). The
dollar value of the risky assets can change with time, but the dollar value of the risk-free asset stays
constant with respect to time. We discretized time into periods consistent with the granularity of our
data set. At each time-step, the agent observes the opening, highest, lowest, and closing prices during
the time-step for each of its m risky assets. The agent then reallocates the percentage of its wealth
invested in each of its m+ 1 assets to maximize future returns.

We express the problem as a Markov Decision Process with tuple (S, A, P, r, ρ0, γ). S denotes the
set of states of the environment, which are the observed stock prices at each time period. A is the set
of actions, which is the (continuous) set of m+ 1-dimensional percentage-based wealth reallocation
vectors. P : S × A × S 7→ R is the transition probability distribution. r : S 7→ R is the reward
function, with is the increase net portfolio wealth from the previous time period. ρ0 : S 7→ R is the
distribution of the initial state, in which the agent has 100% of its wealth invested in the risk-free
asset. γ ∈ (0, 1) is the discount factor. The discount factor is not used in this problem. For a more
formal take, please see section II of (9) and section III of (10).

We incorporated a transaction cost µ associated with buying and selling assets. A percentage µ of
the dollar value of assets involved in each transaction is deducted from our wealth. The transaction
cost affects the value of the reward function. We set µ = 0.025% based on (9). This cost makes
our model more realistic, as buying and selling stocks is not free, and it will make our model more
conservative in its wealth reallocation.

We made a few key simplifying assumptions. First, we assume the actions taken by by the portfolio
management agent do not affect the environment state. We assume that the trading volume of our
agent is insignificant compared to the total trading volume on the m risky assets, which is reasonable
for an individual trader. Second, we assume that assets are bought and sold at the closing price at
the end of each time step. Third, we assume that the agent can always buy and sell assets at the end
of each time step, and that the agent can purchase fractions of stocks. This simplifies the wealth
reallocation process, and makes the action space truly continuous.

3.2 Methods

To tackle the continuous action space of the portfolio management problem, we moved away from
Q-learning methods and applied Vanilla Policy Gradient and Deep Deterministic Policy Gradient.
For both methods, as suggested in (12) to combat the challenge of exploration in continuous action
spaces, we introduced noise sampled from an Ornstein-Uhlenbeck process (13) to the state space
observations. Futher, both the PG and DDPG algorithms make use of a replay buffer to promote
robustness.

3.2.1 Policy Gradient

As previously mentioned, one of the methods we applied is a modification of the Vanilla REINFORCE
Policy Gradient algorithm (14). At each time step, we can approximate the policy gradient using
Monte-Carlo sampling of possible agent trajectories. We average the rewards achieved by the
trajectories, approximate the gradient, and perform gradient ascent on the parameters to maximize
expected future rewards.

Consider a class of parameterized policies Π = {πθ, θ ∈ Rn}, the state st at time t, the action at at
time t, a reward rt at time t, a sample trajectory τ = (s0, a0, r0, s1, ...), and the reward of a trajectory
r(τ). Define the value of a policy (parameters)

J(θ) = Eτ∼p(τ ;θ)[r(τ)] (9)
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A larger value indicates a greater expected reward. Thus, we define the optimal policy to be
θ∗ = arg maxθ J(θ). As shown in (15), when sampling a trajectory we can estimate the gradient of
the value function as

∇θJ(θ) ≈
∑
t≥0

r(τ)∇θ log πθ(at|st) (10)

We then perform gradient ascent on the parameters θ and repeat until training is completed. For more
theory behind the algorithm, please see (5) and (14).

3.2.2 Deep Deterministic Policy Gradient

Deep Deterministic Policy Gradient (DDPG) is a model-free, off-policy actor-critic algorithm for
reinforcement learning in high-dimensional, continuous action spaces (12). DDPG makes several
modifications to the Deterministic Policy Gradient (DPG) (6) algorithm, which are based on the
innovations that allow DQN to value functions in a stable and robust manner. In doing so, DDPQ
brings the success of DQN methods into the realm of continuous action spaces.

DDPG requires an online actor network, an online critic network, a target actor network, and a
target critic network (10). Define the actor as the function µ and the critic as the Q-value function
in standard Q-learning. Then, in DDPG, the agent observes the current environment state and the
actor network suggests the respective action. The online critic network evaluates the actor network’s
proposed action and updates the online actor network. See the appendix for pseudocode.

4 Experiments

4.1 Dataset

For the single asset trading task, we use the Shanghai Stock Exchange (SSE) Composite Index from
the Chinese stock market, which includes data for trading days from 1/4/2016 to 12/30/2016 at every
minute. Unlike the U.S. stock market, each stock on the SSE is enforced by a daily limit rule, i.e.

price limit = previous closing price× (1± up/down limit percentage), (11)

where the limit percentage in general is 10%. 5 is the total number of stock features occurred in one
minute which include Open (price), High, Low, Close, Volume. The first four features are intuitive,
while trading volume is the total number of shares (stocks) transacted on the SSE over the course
of one minute. The SSE dataset was chosen because of the large amount of data points, while its
relative price stability due to it being a market index, as well as the previously mentioned daily rule
limit, served well as a baseline to evaluate how well DQN and DDQN would work in relatively a
straightforward market environment. In addition, we simulate a complex market environment by
using daily stock prices for AMD, which is a stock with high volatility, from 1/2/2009 to 1/2/2019, in
order to see how well these algorithms cope under increased complexity. Stock data was pulled using
the Quandl API, and consists of the same features as the SSE dataset.

For the portfolio management task, we use stock data from a variety of companies on the S&P 500
such as Apple, etc. The stocks’ features are same as the Chinese stock market but are given for each
day from 1/2/2009 to 1/2/2019. The key difference from the single asset task, is that although the
price data is for each day, rather than in terms of minutes like the other dataset. With a scale of
around 10 years, though, it should still be sufficiently large enough for our purposes. Data was pulled
using the Quandl API, and 3 baskets containing 5 stocks each were created to simulate different
market environments (bull market, low volatility and high volatility). The bull market contains stocks
that either maintained or significantly appreciated in value (stock tickers AAPL, ADBE, AMZN, V,
XOM). The low volatility environment contains the 5 stocks with the lowest volatilities in the 10 year
time period (AFL, KO, RSG, L WM), while the high volatility environment was the opposite (highest
volatilities), and included the following stocks (AMD, DVN, FCX, STX, TWTR). The bull market
environment is used to evaluate each method’s ability to detect and exploit the general rising stock
trend, while the low volatility environment is used to evaluate each method’s stability. Finally, the
high volatility environment is used to see how well each method is able to capture latent patterns in
the data in order to handle such a complex and unstable environment. A bear market environment
was also considered, but we ultimately decided that the results generated would likely not be as
meaningful as the high volatility environment.
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(a) DQN vs. DDQN for Shanghai Exchange (b) DQN vs. DDQN for High Volatility (AMD stock)

Figure 2: DQN and DDQN algorithms tested on a stable dataset (a), and volatile one (b). For the
most part, the DQN tends to outperform DDQN in a stable to rising stock market. In much more
complex environments, however, DDQN performs significantly better.

4.2 Implementation

In our experiments, all models for single asset trading task and portfolio management task are
implemented in TensorFlow. In the single asset trading task, we start with a feed-forward network.
On the output side we use a sigmoid non-linear function to get value out of 0 and 1, at which layer
we assume whether the stock market is bullish, bearish or stable can be decided. Additionally, all
neurons are RELU in the hidden layer. In this layer, we decide what action to take based on the
first layer. In the reward system, instead of taking highest price of particular time interval while
buying and lowest while selling, we choose to take average of opening, closing, highest and lowest
price and use this price for the particular minute. The agents are then trained with the Q-learning
algorithms introduced in Section 2.2 by running 10 iterations and setting 10000 as the number of
episode limitation and tested after each iteration. Both DQN and DDQN agents use the same training
and test dataset, and reward for each iteration is the cumulative change in portfolio value after all
the buy/sell/hold decisions are made. Positive values indicate the algorithm is making money, with a
value of zero being no change and negative values indicating it is losing money. Additionally, rewards
carry over between iterations.

For the portfolio management task, we use Deep Residual Network instead of CNN, which can
avoid vanishing and/or exploding gradients as the depth of the network increases. As we all know,
parameters such as learning rate can have a significant effect in neural network training. Therefore,
we conduct experiments under different sets of hyperparameters and determine a usable one. After
experiments mentioned above, we conduct PG and DDPG models to simulate three market environ-
ments, including bull market, low volatility and high volatility, which was described in the previous
section. We choose the reasonable number of epochs for each market environment while conducting
training and testing. Data was divided into a train-test split where the model was trained on 9 years
of data and tested on the last year. For every test, the value of the portfolio starts at $10,000, and
is updated as the total value of stock and cash in the portfolio changes. A value of over $10,000
indicates the method made money, and while values below $10,000 mean it lost money.

Results for the single asset problem are displayed in Figure 2, while results for the portfolio
management problem are displayed in Figure 3.

5 Conclusion / Future Work

In this project, we define two different stock trading problems and explore multiple reinforcement
algorithms on each task. For the single asset trading task, we compare the performance of DQN
and DDQN algorithms, and for portfolio management, we apply PG and DDPG algorithms. The
experiments of both strategies show that the result obtained from simpler algorithms (DQN/PG)
outperform more complex ones (DDQN/DDPG) in favorable market settings, in this case, bull
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(a) PG in Bull Market (b) DDPG in Bull Market

(c) PG in Low Volatility Market (d) DDPG in Low Volatility Market

(e) PG in High Volatility Market (f) DDPG in High Volatility Market

Figure 3: PG and DDPG algorithms tested on the bull market dataset ((a) & (b)), the low volatility
dataset ((c) & (d)), the high volatility dataset ((e) & (f)). For all plots, the horizontal axis is time
and the vertical axis is total portfolio value. The red line is the PG or DDPG algorithm, which is
compared against three baselines. The purple line is the universal constant rebalanced portfolio
(UCRP) strategy, and the blue and grey lines are the elementary "Follow the Winner" and "Follow the
Loser" management strategies, respectively.
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market and low volatility, while showing less robustness to high volatility than their more complex
counterparts. This makes sense, as more sophisticated models would be more likely to capture the
complex latent patterns in the high volatility environments. Additionally, after applying different data
sets in each task, we found the single asset task requires a larger dataset to attain a robust result than
portfolio management task, which was a motivating factor for using the Shanghai Exchange dataset.

Increasing the size of the datasets is an option for future improvement. One limitation that we faced
in this project was the challenge of finding large scale stock data that was publicly available. The
majority of data, such as minute-by-minute data and more fundamental indicators beyond open, close
prices, etc., that could serve as useful features, require expensive subscriptions that was beyond
the scope of our available resources. Some researchers have attempted to address this problem
by generating synthetic stock data, though we decided not to pursue that path since our choice of
mathematical model to generate the data would impart some systematic bias/patterns that may not
be representative of the actual stock market. For future projects, we can strongly consider spending
more to access these data repositories to compile much better datasets.

As somewhat expected, the reinforcement learning algorithms which performed so well in playing
Atari video game do not translate as well to stock market trading. One of the possible reason is that
the algorithms prefer stationary transition. Nevertheless, the stock trading market might be time
varying due to factors such as potential government intervention and market irregularity. For future
research, we will try to improve the result by combining reinforcement learning with a conventional
financial model. Because of the variety in time, a dynamic model is preferred.

Furthermore, direct improvements on the reinforcement algorithms should also be considered. For
the single asset trading task, an improved algorithm called the dueling deep Q-network algorithm can
also be taken into consideration. The dueling DQN model is also able to reduce the overestimation in
Q-learning and lead to better performance than DQN.

As for the portfolio management task, the main problem of Deterministic Policy Gradient is that it
requires us to choose a proper range of steps. Additionally, our group also tried the Proximal Policy
Optimization, another advanced RL method, for portfolio management, but we were not able to
attain meaningful results. One of the possible reason might due to the noise in data set. Since neural
network is sensitive to the quality of data, we could preprocess the data by applying traditional data
noise reduction approaches such as Kalman Filter.

Overall, stock market trading is a very difficult problem that will likely not be solved anytime
soon, especially when second order effects and interactions need to be considered. However, there
are a great deal of interesting and promising approaches to investigate, and results should only
continue to improve over time. Our contribution to this area is to identify the challenges and possible
formulations for working with the stock market trading problem, such as single asset trading and
portfolio management, as well as providing preliminary results to evaluate the relative performances
of various reinforcement learning algorithms under different market environments.

Contributions

All team members were dedicated and highly collaborative, and there were no significant imbalances
in effort. Can Chen focused on adapting and coding the DQN model as well as investigating promising
RL methods for our project. Zeyuan Zhu focused on designing and coding the DDQN model based on
DQN code, trying to use DQN and DDQN algorithms under the single asset and portfolio management
environments. Xinyue Yang focused on adapting the DQN code and developing them into code
for DDQN with both algorithms adapted to the single asset environment. Royce Hwang focused
on preparing the single asset trading problem, writing code to generate the S&P500 stock datasets,
running the experiments with the DQN, DDQN, PG and DDPG code to generate results for the plots.
Peter Paquet focused on preparing environments for the portfolio management problems, exploring
a number of alternative methods and environments for running our stock trading games. All team
members worked on the poster and final report equally.
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Appendix

DDPG Psuedo-Code

Algorithm 1: DDPG Algorithm

Randomly initialize critic newtork Q(s, a|θQ) and actor µ(s|θµ) with weights θQ and θµ

Initialize target network Q′ and target actor µ′ with weights θQ
′ ← θQ and θµ

′ ← θµ

Initialize replay buffer R
for episode = 1, 2...M do

Initialize a Ornstein-Uhlenbeck processs N for action exploration
Receive initial state observation s1
for t = 1,2,...,T do

Select action at = µ(st|θµ) +Nt
Execute action at, observe reward rt and new state st+1

Save transition (st, at, rt, st+1) in R
Sample a random minibatch of N transitions (si, ai, ri, si+1) from R

Set yi = ri +′ (si+1, µ
′(si+1|θµ

′
)|θQ′

)
Update critic by minimizing the loss L = 1

N

∑
i(yi −Q(si, ai|θQ))2

Update the actor policy by using the sampled policy gradient:

∇θµJ ≈
1

N

∑
i

∇aQ(s, a|θQ)|s=si,a=µ(si)∇θµµ(s|θµ)|s = si

Update the target networks (with τ < 1):

θQ
′
← τθQ + (1− τ)θQ

′

θµ
′
← τθµ + (1− τ)θµ

′

end
end

Proximal Policy Optimization

Proximal Policy Optimization (PPO) is an iterative algorithm for policy optimization (8). PPO seeks
to improve the current state of affairs by introducing an algorithm that attains the data efficiency and
reliable performance of Trust Region Policy Optimization (TRPO) (8), where TRPO extends the
applicability and success of stochastic gradient-based methods to the reinforcement learning context
(7). For PPO, by restructuring the policy objective function with clipped objective and adaptive KL
Penalty, one can theoretically guarantee improvement of reinforcement learning policies on each
upon each iteration. Then, one can make approximations to said algorithm to make it a practical,
scalable machine learning algorithm.

In TRPO, an objective surrogate function is maximized subject to a KL divergence constraint (7), i.e.

max
θ

Et[
πθ(at|st)
πθold(at|st)

Ât]

subject to Et[KL(πθold(·|st), πθ(·|st))] ≤ δ,
(12)

where θold is the vector of policy parameters before the update and Ât is an estimate of the advantage
function at time t. If we denote rt(θ) as the probability ratio rt(θ) = πθ(at|st)

πθold (at|st)
, TRPO maximizes

a surrogate objective
LCPI(θ) = E[rt(θ)Ât]. (13)

It is clear to see that maximizing LCPI(θ) would lead to an exceedingly large policy update without
a constraint.

In PPO, the objective is modified to

LCLIP (θ) = E[min {rt(θ)Ât, clip(rt(θ), 1− ε, 1 + ε)}], (14)

10



where ε is a hyperparameter. The new objective takes the minimum of the clipped (clip(rt(θ), 1−
ε, 1 + ε)) and unclipped (LCPI ) objective so that the final objective is a lower bound on the unclipped
objective which forms a pessimistic estimate of the performance of the policy. Under this scheme, we
ignore the change in probability ratio when it would make the objective improve, and we include it
when it makes the objective worse.

Another approach is to use a penalty on KL divergence, and to adapt the penalty coefficient so that
we achieve some target value of the KL divergence dtarg each policy update. Now, the objective is
modified to

LKLPEN (θ) = E[
πθ(at|st)
πθold(at|st)

Ât]− βKL(πθold(·|st), πθ(·|st))]. (15)

If d = Et[KL(πθold(·|st), πθ(·|st))] < dtarg/1.5, then β ← β/2. If d > 1.5dtarg, then β ← 2β.
The parameters 1.5 and 2 above are chosen heuristically. Under this scheme, we occasionally see
policy updates where the KL divergence is significantly different from dtarg , however, these are rare,
and β quickly adjusts.
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