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ABSTRACT 

We implemented support for non-null types in Java according to 

the description in [1].  We built our implementation on top of the 

Polyglot Java compiler as a language extension.  Our extension 

allows programmers to provide annotations specifying whether a 

variable is allowed to ever take on a null value and provides an 

augmented type system to enforce these guarantees.  Once the 

separation between non-null and possibly null types is enforced, it 

is straightforward to modify Java’s typechecking rules to ensure 

possibly null variables are never used in an unsafe manner, such 

as dereferencing.  In addition to improving software reliability, 

preventing null-related errors at compile time improves efficiency 

as superfluous runtime checks can be removed.  A complication 

exists in that Java allows access to partially initialized objects 

during construction whose fields may not obey their nullity 

annotations.  We address this issue by making special 

considerations for such “raw” types in a manner similar to the 

approach of Fähndrich and Leino.  Nullity and rawness properties 

must be manually specified by programmers, but only about 5% 

of lines require annotations [1].  
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1. INTRODUCTION 
We implemented support for non-null types in Java, as described 

by Fähndrich and Leino in [1].  The type system implemented 

allows for the static detection of many problems in object-oriented 

programming languages that are related to null references.   

In this paper, we describe our implementation of the type system 

on a Java compiler, Polyglot.  One of the main goals of the 

Polyglot compiler was extensibility, and as a result, extensions to 

Java using Polyglot are straightforward. 

2. OVERVIEW 
We implemented a non-null type system on the Polyglot Java 

compiler.  In this section, we first describe the non-null type 

system. Then, in Section 2.2, we describe the Polyglot Java 

compiler. 

2.1 Type System 
The non-null type system, as described in [1] is designed to detect 

null-related errors in object-oriented languages at compile time. 

For every reference type in a program this type system introduces 

an additional subtype to hold values that are never null (non-null 

types).  References to, and formal parameters or method returns of 

a non-null type can be statically checked to guarantee they never 

take on a null value and operations that cannot tolerate null values 

are prohibited on possibly-null values.   

Adding the distinction between non-null types and may-be-null 

types lifts the detection of null-related errors from runtime to 

compile time, which provides several advantages to the 

programmer.  Performance increases as runtime nullity checks are 

unnecessary and null pointer exceptions are never thrown.  Error 

detection is also more precise because illegitimate use of a 

possibly null variable is detected directly rather than indirectly, 

when some other part of the program attempts to dereference the 

variable, or infrequently, if the variable is only occasionally null.  

Put another way, the type system can detect and preclude the 

possibility of a null-related error rather than simply throwing an 

exception on its occurrence. 

In addition to the non-null and may-be-null types, Fähndrich and 

Leino [1] also discuss a third type that becomes necessary during 

object construction. During construction, an object may have 

many fields to initialize.  While being initialized, Java allows the 

object to be used through the keyword this, whether or not the 

object has been fully constructed.  If a non-null field has not yet 

been initialized, and the object is accessed via this, the field 

may return null, despite being declared as a non-null type.  To 

combat this issue, the authors introduce the raw type.  An object 

of this type is currently under construction.  The raw type may 

return null for any field, even if the field is declared to as a non-

null type. When objects have been fully initialized, they are no 

longer raw and may be cast back to their originally specified type. 

To handle array types, the authors allow both may-be-null and 

non-null types to be array elements, giving four general types of 

arrays: non-null arrays with non-null elements, non-null arrays 

with may-be-null elements, may-be-null arrays with non-null 

elements and may-be-null arrays with possibly-null elements. 

They extend the raw type to include arrays, such that an array that 

is uninitialized has a raw type, and the array is cast to its intended 

type after initialization has completed. 



For more information on the type system is available in [1]. 

2.2 Java Compiler 
Polyglot1, described in [2], is a framework for quickly prototyping 

Java-like language compilers that avoids code duplication through 

an extensible design.  Extensions may define a variety of syntactic 

and semantic changes to the language by modifications to 

Polyglot’s compilation process.  A major goal of the framework is 

that the work required to implement a language extension should 

be proportional to the degree to which the extension differs from a 

base language.  Additionally, any extensions built through 

Polyglot are themselves extensible. 

Polyglot extensions generally constitute a source-to-source 

translation from the extended language to Java.  Extensions may 

modify the base language grammar in order to implement 

modifications or additions to the Java syntax.  The portion of 

Polyglot’s framework that builds an Abstract Syntax Tree (AST) 

corresponding to the source code is also extensible to 

accommodate these syntax changes. 

Once the syntax of an extension has been defined, Polyglot’s 

framework allows for a variety of semantic modifications to be 

added in a number of compilation passes over the AST.  These 

may include static analyses like type checking or code 

optimization, or they may support new language features.  

Language extensions may define a scheduling mechanism for 

these passes to support separate compilation of source files.  

Generally, the final pass translates the AST into a Java-compliant 

form, which is then compiled to bytecode using a standard Java 

compiler. 

2.3 Example 
The example below, copied from [1], illustrates the use of the 

Raw annotation. 

 

Class A { 

    String name; 

 

    public A(String n) { 

        this.name = n; 

        this.toString(); 

    } 

 

    Raw public String toString() { … } 

} 

 

Class B extends A { 

    String type; 

 

    public B(String s, String t) { 

        super(s); 

        this.type = t; 

    } 

 

    Raw public String toString() { 

        return this.type; 

    } 

} 

 

In the above example, we have two classes, A and B that each 

have one non-null String field.  We can see that if we have a 

                                                                 

1 http://www.cs.cornell.edu/projects/polyglot/ 

program that creates a new B object, that the constructor for B will 

first make a call to the constructor for A, and that, in turn, makes a 

call to the toString() method.  Since we have created a B 

object, B’s overridden toString() method will be called.   

Although we have declared B’s field type to be non-null (by 

virtue of being un-annotated), it has yet to be initialized, and is 

currently null.  The toString() method expects that type 

will be non-null, and that presents a problem.  

To combat this problem, we need to inform the toString() 

methods that they may be called on objects that are not fully 

initialized.  We communicate this via the Raw annotation.  

 

3. IMPLEMENTATION 
Implementing the non-null type system required extending both 

Java’s syntax and semantics.  We will describe both classes of 

changes in the following two sections. 

3.1 Syntactic Extension 
To extend Java’s syntax, we first need to add two keywords: 

MayBeNull and Raw.  The MayBeNull keyword indicates that a 

variable or field may, at some point in its lifetime, take the value 

null.  We choose to annotate may-be-null types, leaving the 

non-null types un-annotated.  In [1], the authors make this same 

decision, claiming that fewer annotations are required when 

annotating the may-be-null types than when annotating the non-

null types.   

Using Polyglot, the addition of two keywords is very simple.  We 

simply add the keywords to the Flex file for our extension.  The 

extension-specific Flex file defines any syntactic changes required 

for scanning. 

Since program annotations are required in our extension, we must 

also extend Polyglot’s parser.  Polyglot uses PPG, an extensible 

parser generator that allows the extension-writer to define their 

grammar as a set of changes to the base Java grammar.  When 

extending parsing for our grammar, we add 9 new productions, 

and must edit the behavior of 9 existing productions.  These 

changes are made in the extension-specific PPG file, using two 

commands: drop and extend.  When defining our additional 

productions, we extend existing non-terminals using extend, 

and when removing existing productions, we use drop.  

Our grammar allows keywords to be placed in three locations: 

local variable declarations, field declarations, and method 

headers.  Additionally, method headers may have keywords to 

denote the rawness of the method, the nullity of the return type 

and/or the nullity of the formal parameters.   

In Example 1, below, we give the necessary productions for 

method headers.  Productions related to formal parameters are not 

shown in this example, as they are modified in a separate non-

terminal. 

 

Example 1 
method_header ::= 

  

RAW modifiers_opt 

MAYBENULL type IDENTIFIER 

LPAREN 

formal_parameter_list_opt 

RPAREN dims_opt 

throws_opt  



| RAW modifiers_opt type 

IDENTIFIER LPAREN 

formal_parameter_list_opt 

RPAREN dims_opt 

throws_opt 

| RAW modifiers_opt VOID 

IDENTIFIER LPAREN 

formal_parameter_list_opt 

RPAREN throws_opt  

| modifiers_opt MAYBENULL 

type IDENTIFIER LPAREN 

formal_parameter_list_opt 

RPAREN dims_opt 

throws_opt  

| modifiers_opt type 

IDENTIFIER LPAREN 

formal_parameter_list_opt 

RPAREN dims_opt 

throws_opt  

| modifiers_opt VOID 

IDENTIFIER LPAREN 

formal_parameter_list_opt 

RPAREN throws_opt 

 

In Example 1, the first production indicates a method that may be 

called on an object with a raw type, and the value that it returns is 

a may-be-null type.  For example, Raw public MayBeNull 

String toString() is a method header that takes the form 

of the first production, and public String toString() is 

a method header that takes the form of the fifth production.  

The 9 productions modified in the PPG file are modified to 

change their behavior.  Each production corresponds to an action 

that is executed when the production is identified.  In PPG, the 

actions almost always create an AST node.  Since our extension 

also involved extending Java’s semantics, we extended several 

AST nodes.  Therefore, it was necessary to change the behavior of 

existing productions to create our extended AST nodes. 

3.2 Semantic Extension 

3.2.1 AST Extension 
Polyglot allows orthogonal extension of AST nodes through an 

Ext (Extension) object held by every node.  Each extension may 

define new fields and/or methods to store additional information 

or manipulate its node through a reference back to that node.  The 

task of associating the correct Ext object with an AST node is 

handled via the factory pattern.  In Polyglot, new languages 

subclass an existing abstract factory class and override methods as 

appropriate to provide Ext objects for various types of nodes. 

For our non-null language extension, we desire two additional 

aspects of functionality for AST nodes: the means to determine 

whether any expression node may possibly evaluate to null and 

whether a reference to this may be to a raw object currently 

under construction.  As such, we define a “NullExt” interface 

extending Polyglot’s Ext with two additional methods: 

mayBeNull() and isRaw().  Both methods must return a 

boolean value that may be determined based on their parameter, a 

Polyglot Context object containing information about the type 

system and the scope in which the node occurs.  Because there are 

many types of expressions that simply can never be null nor raw, 

our default node extension simply returns false for both and is 

associated with any expression node not subclassed by our 

extension. 

For those nodes which may or may not be null/raw, depending on 

the program under consideration, we provide specific subclasses 

of our extension to Polyglot’s Ext interface that override 

mayBeNull() and/or isRaw() as necessary.   

3.2.1.1 Examples 
Many of our AST extensions incorporate fairly simple reasoning 

about whether they may be evaluate to null based on the nullity of 

their subexpressions.  Assignments evaluate to the same thing as 

their right hand side expression, so the nullity will also be the 

same.  Casts may evaluate to null if and only if the casted 

expression may evaluate to null.  Ternary expressions may 

evaluate to null if either their consequent or alternative may 

evaluate to null.  The absolute simplest extension is to the node 

representing the null literal – it of course may (and will) evaluate 

to null. 

Determining whether a field access may evaluate to null is 

complicated by the fact that Java provides access through the 

this keyword to objects currently under construction.  Even 

considering the type annotation on a field, one cannot definitively 

determine that an access to that field will not yield null, because 

the field may not yet have been initialized.  For this reason, the 

extension to a field access also considers whether the target 

(receiver) of the field access is raw.  If the access is to a static 

field of a class rather than a field of an object, the target is never 

raw, but in any other case we check the target’s rawness which is 

determined as described below.  If the target is raw, then 

regardless of any nullity annotations, the field access may evaluate 

to null. 

To model the rawness of objects currently under construction, we 

follow the approach described by Fähndrich and Leino [1], 

though due to time constraints we have adopted a simplified 

method.  In our language extension, we do not distinguish 

between various stages of object rawness based on the class 

hierarchy.  Rather, an object must be completely raw such that any 

field may hold null, or completely initialized such that they type 

system guarantees the nullity contract defined by field 

annotations.  This approach disallows some valid programs in 

which a subclass’s constructor must call non-raw methods of the 

superclass, but we believe most conflicts with commonly accepted 

coding styles and software design patterns will be manageable. 

Defining how a particular AST extension should determine 

rawness is fairly simple.  The basic intuition is that Java only 

provides access to partially constructed objects through the this 

(or super) keyword accessed inside a constructor.  Thus, any 

expression other than this will never be raw, and this will 

only be raw inside a constructor or an instance method called 

from inside the constructor (which receives the raw this as the 

implicit receiver).  We use rawness annotations on instance 

methods to determine whether they may be called from inside a 

constructor.  If a method is annotated as raw, any reference to 

this will then also be considered raw. 

A few additions to our current implementation would be required 

to fully implement the rawness model described by Fähndrich and 

Leino.  First, our AST extensions will need to determine the most 

general class that has not yet been fully initialized as the “rawness 

level” of an object.  In our implementation, then, a reference to 

this in a constructor or method would have the rawness level of 

the class in which that constructor or method is defined.  



Overriding methods would be required to have a rawness level 

equal to or more general than the method they override. 

3.2.2 Type Extension  
Polyglot uses “Instances” to maintain type information about 

variables and procedures.  To ensure that information from nullity 

and rawness annotations of a local variables, fields, and methods 

is maintained throughout compilation, we extended Polyglot’s 

“Instance” classes.   

Each class was extended to include two boolean values, 

MayBeNull and isRaw.  When a node representing the 

declaration of local variables, fields, or methods is encountered, 

the appropriate “Instance” object is defined and will be later 

provided to any variable/field access and method calls.  This 

information is then accessible throughout compilation, and allows 

us to typecheck any expression containing a variable or 

procedure. 

3.2.3 Additional Typechecking 
In most of our extended AST nodes, we overrode the 

typeCheck() method to incorporate any rawness and/or nullity 

that may be present.  Our required changes are intuitive, and the 

majority of our typechecking can be divided into two major 

categories, the first of which includes rules that enforce the 

division of references into non-null and possibly null.  A 

method’s return statements are required to return an expression 

whose nullity matches that method’s annotation.  Typechecking 

for assignment statements and variable initializers is extended to 

prohibit the assignment of a possibly null value to a variable 

declared as non-null.  A small technicality is that for assignments 

to fields it is important to distinguish between whether that field 

may evaluate to null and whether it may be assigned null.  These 

may be different in that an access to a field of a raw object does 

not obey its nullity annotation, but assignments to the field must. 

The second major category of typechecking ensures that a well-

typed program will never generate null-related errors at runtime.  

For non-null variables, no additional checking is required, but 

field accesses and method calls on possibly null variables are 

prohibited.  Other potentially dangerous uses of possibly null 

variables are also prevented, such as defining a synchronized 

block.  Some local reasoning described below provides 

programmers the means to directly check or otherwise ensure that 

a possibly null variable is in fact not null at a particular time and 

may be used in these ways. 

We also add a few typechecking rules to support our model of 

object rawness.  If a method is called on a raw object, it must be 

annotated as a raw method.  Additionally, the this keyword, 

through which a raw object may be accessed during construction, 

can be assigned to a variable or passed as a parameter to an 

arbitrary method.  This would further complicate our analysis and 

is in some ways poor coding practice.  As such we have modified 

typechecking for assignments and method calls to prohibit the 

proliferation of references to raw objects.  If the this keyword is 

used in a context in which it is not raw, these operations are 

allowed as normal. 

3.2.4 Pass Extension 
An important part of our language extension is that we have added 

a strict requirement for complete object initialization – that all 

fields annotated as possibly null must hold a non-null value at the 

completion of any possible path through an object’s constructors.  

This is in contrast to a raw object, accessed from inside a 

constructor, which may or may not adhere to its fields’ nullity 

annotations.  In order to check this condition, we add an 

additional pass to polyglot’s compilation process.  Our pass is 

modeled after Polyglot’s initialization checking pass, which 

checks the proper initialization of final fields.  Of course, we 

don’t prevent multiple assignments to a non-null value as is the 

case with final fields, but our type system does ensure that they 

are never assigned a possibly null value.  In other words, this pass 

ensures that some initialization of non-null fields occurs, and the 

type system ensures that they are initialized to a non-null value 

and that they stay that way. 

3.2.5 Reasoning about Nullity of Local Variables 
Situations often arise in which one desires to directly check at 

runtime whether a possibly null variable actually holds null at a 

given point in program code.  However, a simple implementation 

of our type system rules this out.  In other cases, a programmer 

can reason that a variable annotated as possibly null is certainly 

not null, but the type system is unable to prove this (and perhaps 

wisely does not trust a human programmer).  The following 

examples illustrate these problems. 

Example 1 
//Checking for null 

if (var != null){ 

  var.doSomething(); //this should be safe 

} 

 

Example 2: 
//Obviously non-null variable 

String s = “hello”; 

s.length(); //this should be safe 

 

To combat these situations, we introduce additional local 

reasoning about the nullity of local variables.  For the first 

situation, we check for simple patterns (a != null && b!= 

null && ...) and add appropriate information to the scope of 

the if’s body indicating these variables can safely be considered 

non-null.  Within a particular scope, preceding assignments to 

locals may confirm or refute the non-null assumption if the right 

hand value is known to be non-null or possibly null, respectively.  

We only perform this reasoning for local variables because they 

can effectively be isolated into an intraprocedural analysis.  

Fields, for example, could potentially be modified by intervening 

method calls in such a way that is much harder to analyze. 

3.2.6 Code Generation 
Since Polyglot is a source-to-source compiler, it attempts to 

compile a program written in the NotNull language into a valid 

Java program. Our syntactic and semantic extensions to Java are 

relevant only during scanning, parsing and semantic analysis, so 

during code generation, Polyglot simply ignores the annotations.  

A valid NotNull program is also a valid Java program after the 

annotations are removed. 

4. TESTING 
To evaluate the completeness and correctness of our extension we 

tested it in two ways.  The first was to annotate and run a suite of 

tests included with the Polyglot source distribution.  These tests 

were simple, usually 10 to 20 lines of Java code, but enabled us to 



test the functionality of the compiler as a whole.  Our extension 

passed the suite of tests, giving us confidence that all compiler 

functionality is still intact.   

Our second set of tests involved the annotation of several larger 

programs, usually 500 to 700 lines of Java code.  We included 

consideration for many features of Java whose behavior is affected 

by non-null types so as to comprehensively test the soundness of 

our type system.  Our extension passed each test with minimal 

annotations required. 

5. CONCLUSION 
We implemented a version of the non-null type system described 

in [2].  The type system was implemented as an extension to the 

Polyglot Java compiler.  Polyglot’s extensibility and flexible 

design allowed us to cleanly define our extension in terms of how 

it differs from regular Java.  To this end, we added annotations 

that define for a particular variable whether it should always be 

non-null or may take on null.  Our modifications to Java’s 

typechecking prevent the use of possibly null variables in ways 

that could potentially cause a null-related error.  Additionally, to 

deal with the complication of access to partially initialized object 

during construction, we separate these objects as special “raw” 

references on which all field accesses might return null.   

Through extensions to Java’s syntax and semantics we have 

created a compiler that will typecheck programs written in the 

“NotNull” programming language (using extension .nn).  These 

programs are statically checked to guarantee that null-related 

errors will never occur in a well-typed program.  This is of great 

benefit to software reliability and efficiency, and requires a 

minimal amount of extra manual annotation. 
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