














not already explained by the variables above it. So we can see that although kid attendance at first seems
highly significant (F=226 and p < 10−16), once other circulation is taken into account, it is only marginally
significant (F=4.34, p = 0.038).

This brings us to the idea of trying to drop some variables. We can do this manually using the anova
function to compare a submodel with the full model (it will give us the difference in the sum of squared
errors and the F statistic). Another option is to use the function step().

> anova(m1,m2)

Analysis of Variance Table

Model 1: kid_circulation ~ kid_attendance + other_circulation + bookvolume

Model 2: kid_circulation ~ other_circulation

Res.Df RSS Df Sum of Sq F Pr(>F)

1 261 94.946

2 263 97.513 -2 -2.567 3.5285 0.03076 *

---

Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

> anova(m1,m3)

Analysis of Variance Table

Model 1: kid_circulation ~ kid_attendance + other_circulation + bookvolume

Model 2: kid_circulation ~ other_circulation + kid_attendance

Res.Df RSS Df Sum of Sq F Pr(>F)

1 261 94.946

2 262 95.931 -1 -0.985 2.7085 0.1010

What we can see from the above is that we shouldn’t reduce our model to just other circulation (there
is a significant benefit to keeping more variables than that). The second anova tells us that it is sufficient
to keep just kid attendance, but having the book volume as well does not explain significantly more of the
variation.

We can also automate this process with the step() function, which will order the variables by their ability
to explain the variance in the dependent variable:

> step(m1)

Start: AIC= -264

kid_circulation ~ kid_attendance + other_circulation + bookvolume

Df Sum of Sq RSS AIC

<none> 94.946 -264.002

- bookvolume 1 0.985 95.931 -263.266

- kid_attendance 1 1.500 96.446 -261.847

- other_circulation 1 139.265 234.211 -26.729

Call:

lm(formula = kid_circulation ~ kid_attendance + other_circulation + bookvolume, data = kiddata)

Coefficients:

(Intercept) kid_attendance other_circulation bookvolume

-0.33925 0.06019 0.79608 0.09728

step() confirms the same order of importance for the variables.
Finally, let’s check that the residuals are normally distributed so that we know that we are justified in

doing a linear regression in the first place:
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We’re fine. The residuals look approximately normally distributed and there is no visible trend.
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